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Executive Summary
This deliverable provides comprehensive and detailed overview of MAGNETO solutions for preprocessing, mining, indexing, storing, and managing of large amounts of heterogeneous data. The tools
and solutions described in this document have been developed as part of the WP3 and will be further
optimized and tuned based on feedback received from end-users and in accordance to performance
evaluation during the testing phase. To be aligned with organization of work in WP3, the presented
solutions have been divided into five categories, in particular multimedia content indexing, pre-processing
of sensor data, text and data mining, automatic language translation, and big data framework. First, data
fused into the system needs to be pre-processed and indexed in order to extract low and mid-level
features for further higher level processing by modules developed in both WP3 and WP4. As part of the
pre-processing phase, visual features are being extracted from video and image data. In case of video,
foreground and background is separated in order to increase accuracy of other video and image
processing algorithms. For transforming speech from audio files into text, extraction of audio descriptors
and further processing of audio signal is taking place. All these processes are covered by solutions
described in Section 2. As part of the video pre-processing, a specially tailored video processing engine
has been developed to enable searching and tracking of distinctive regions or patterns (e.g. logo on t-shirt
or hat) through the vast amounts of CCTV footage, described in Section 3. After pre-processing and
indexing of multimedia data, dedicated machine learning approaches have been developed to enable
higher level data mining for knowledge discovery and text retrieval. This includes specific approaches for
deriving information from structured and unstructured textual data described in Section 4. The final step
involves development of tailored framework for acquisition, storage, processing and management of the
vast amounts of heterogenous data. So called MAGNETO Big Data framework consists of collection of
state-of-the-art technologies that allow effective and secure storage, exchange, search and retrieval of all
data fed to the MAGNETO system. The big data solutions carefully selected and tailored for MAGNETO
use cases are described in Section 5. Each module in this deliverable is presented to provide understanding
of the problem faced, its application to MAGNETO use cases, technical approach and configuration used,
and initial performance evaluation against some existing solutions on the market. For those modules that
for final performance analysis require further integration or real data currently being collected by endusers, the evaluation metrics and strategy is being described instead. This deliverable serves as a solid
foundation for the upcoming deliverable D3.2 on Modular and Scalable Tools for Evidence Collection.
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1. Introduction
In the surveillance and security domain, there is a large number of audio-visual capturing devices deployed
across fixed locations in most urban areas of the world. This is further accompanied by vast amounts of
multimedia data shared and stored either through big data databases or social applications. The terabytes
of available multimedia data, originated from heterogeneous capturing devices including CCTV
surveillance systems, content professionally captured by broadcasters, desktops, mobile devices, Internet
webcams and social networks, needs to be accessed, analysed, correlated and managed by security forces
either automatically or manually. The need for developing effective solutions for data mining and
evidence collection is paramount.

Figure 1: Complexity of the criminal investigation

The ultimate mission of MAGNETO is to develop a tailored platform to assist law enforcement agencies in
their investigations. Towards the effective investigation and analysis of crime activities, the investigators
and forensic analysts often have to stitch together a strong collection of evidence materials obtained from
the diversity of sources. The orchestration methodology of combined multimedia content includes spatial,
temporal, spatiotemporal and synchronization in the sequel. The objective of the resultant evidence
collection is to offer the forensic analysts and investigators a higher degree of freedom in assembling an
event narrative that depicts not only the event but rather the incidents leading to and after the event.
Such a type of orchestration would be helpful in crime prevention and several types of investigation
including the identification of criminal offenders involved in use cases that has been defined by MAGNETO
end users and reported in D2.1. These use cases and scenarios reflect real-world applications in which an
H2020-SEC-12-FCT-2017-786629 MAGNETO Project
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acute need for multimedia analytics, media orchestration, a big data framework has been identified. With
so many capture and display devices and resulting heterogeneous data, MAGNETO data mining and
evidence collection solutions will provide a critical set of tools to security experts.
To meet user requirements and accomplish project’s objectives, it is important to consider several
processes and tools necessary to build an effective investigation platform for evidence collection. In
particular, the modules and solutions developed in WP3 cover following processes:
•
•
•
•
•

Representation and indexing of multimedia data
Pre-processing of sensor data
Text and Data Mining
Automatic Language Translation
Big Data Foundation Services

This document is organized respectively to cover all mentioned aspects and processes towards effective
evidence collection toolkit.
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2. Multimedia Content Indexing
The analysis and representation of visual information present at specific locations in the image is a
fundamental task in image and video analysis. Having a suitable representation for visual features enables
reasoning with the end goal of helping object categorization, image region classification, foreground and
background subtraction, image segmentation, and object tracking among others. In processing audio data
for speech recognition, the systems usually perform two fundamental operations: signal modelling and
pattern matching. Signal modelling represents process of converting speech signal into a set of
parameters. Pattern matching is the task of finding parameter set from memory which closely matches
the parameter set obtained from the input speech signal. No matter what multimedia data is being
processed, the extraction of low level and local features plays fundamental role in multimedia content
analysis tasks. This section gives an overview of multimedia content indexing solutions implemented in
MAGNETO for analyzing of heterogeneous data in the process of evidence collection.

2.1

Visual low level and local features

2.1.1 Problem Definition
Many video analytics solutions rely on locating interest points, or keypoints in each image, and
calculating a feature description from the pixel region surrounding the interest point. This is in
contrast to methods such as correlation, where a larger rectangular pattern is stepped over the image
at pixel intervals and the correlation is measured at each location. The interest point is the anchor
point, and often provides the scale, rotational, and illumination invariance attributes for the
descriptor; the descriptor adds more detail and more invariance attributes. Groups of interest points
and descriptors together describe the actual objects and this information can be used to tackle the
one-shot learning problem. However, there are many methods and variations in feature description.
Some methods use features that are not anchored at interest points, such as polygon shape
descriptors, computed over larger segmented polygon-shaped structures or regions in an image.
Other methods use interest points only, without using feature descriptors at all, and some methods
use feature descriptors only, computed across a regular grid on the image, with no interest points at
all. The following sub-sections describe the set of visual features that are being extracted for video
analytics solutions in MAGNETO system.
2.1.2 Application to the MAGNETO use cases
The extraction of visual low level and local features are fundamental for any higher level processing of
visual data, such as object detection, recognition and tracking, video summarization, or face detection to
name a few. This module will be therefore used as a pre-processing step for all video analytics solutions
developed within WP3, in particular for applications to assist with Use Case 1 (Crime against Person &
property - Prevention & investigation of bombing - attacks & riots) and Use Case 3 (Prevention and
investigation of terrorist attacks).
2.1.3 Approach and configuration used for MAGNETO
The video analytics solutions developed in MAGNETO need a set of low level and local features in order
to represent colour, edges, border crossings, simple textures, curves, holes, etc. in the image. The set of
H2020-SEC-12-FCT-2017-786629 MAGNETO Project
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features used by MAGNETO video analytics solutions contains standard descriptors such as Colour
histograms, colour moments, dominant colour, scalable colour, shape contour, shape region,
homogeneous texture, texture browsing, and edge histogram. All these features are being then used in
processing stage as part of the Bag of Features (BoF). BoF is inspired by a concept called Bag of Words
that is used in document classification. A bag of words is a sparse vector of occurrence counts of
words; that is, a sparse histogram over the vocabulary. In computer vision, a bag of visual words of
features is a sparse vector of occurrence counts of a vocabulary of local image features.

BoF typically involves two main steps. First step is obtaining the set of bags of features. This step is
actually an offline process. In the second step, the set of given features are clustered into the set of
bags that are created in first step and then fused into histograms. This histogram is then used to
classify the image or video frame.
SIFT
The Scale Invariant Feature Transform (SIFT) is the most well-known method for finding interest points
and feature descriptors, providing invariance to scale, rotation, illumination, affine distortion, perspective
and similarity transforms, and noise1. Lowe demonstrates that by using several SIFT descriptors together
to describe an object, there is additional invariance to occlusion and clutter, since if a few descriptors are
occluded others will be found. SIFT is a complete algorithm and processing pipeline, including both an
interest point and a feature descriptor method. SIFT includes stages for selecting centre-surrounding
circular weighted Difference of Gaussian (DoG) maxima interest points in scale space to create scaleinvariant keypoints (a major innovation). The feature extraction step involves calculating a binned
Histogram Of Gradients (HOG) structure from local gradient magnitudes into Cartesian rectangular bins,
or into log polar bins using the GLOH variation, at selected locations centred around the maximal response
interest points derived over several scales.
The descriptors are fed into a matching pipeline to find the nearest distance ratio metric between closest
match and second closest match, which consider a primary match and a secondary match together and
rejects both matches if they are too similar, assuming that one or the other may be a false match. The
local gradient magnitudes are weighted by a strength value proportional to the pyramid scale level, and
then binned into the local histograms. In summary, SIFT is a very well thought out and carefully designed
multi-scale localized feature descriptor. The Speeded-up Robust Features (SURF) method is inspired from
SIFT and operates in a scale space and uses a fast Hessian detector based on the determinant maxima
points of the Hessian matrix.

1

Lowe, David G. “SIFT Distinctive Image Features from Scale-Invariant Keypoints.”International Journal of Computer
Vision, Volume 60 Issue 2, November, 2004.
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Figure 2: Example of SIFT local points extracted from the CCTV image

SURF
The speeded up robust features (SURF) is a local feature detector and descriptor that focuses on blob‐like
structures in the image2. These structures can be found at corners of objects, but also at locations where
the reflection of light on specular surfaces is maximal. This approach for interest point detection uses a
Hessian matrix approximation. This leads to the use of integral images as made popular by Viola and Jones
3
, which reduces the computation time drastically.
SURF describes the distribution of the intensity content within the interest point neighborhood, similar to
the gradient information extracted by SIFT. We build on the distribution of first order Haar wavelet
responses in x and y direction rather than the gradient, exploit integral images for speed, and use only
64D reducing the time for feature computation and matching.

2

Bay, Herbert, Andreas Ess, Tinne Tuytelaars, and Luc Van Gool. “Speeded-Up Robust Features (SURF).” Computer
Vision and Image Understanding Volume 110, Issue 3, June 2008.
3
P. Viola and M. Jones, “Rapid object detection using a boosted cascade of simple features,” in Computer Vision and
Pattern Recognition, 2001. CVPR 2001. Proceedings of the 2001 IEEE Computer Society Conference on, 2001.
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Figure 3: Example of SURF features extracted for similarity matching within the CCTV footage

In order to be invariant to image rotation, the Haar wavelet responses in and direction within a circular
neighbourhood around the interest point is calculated using integral images for fast filtering. After
computing the wavelet responses, they are represented as points in a space with the horizontal response
strength along the abscissa and the vertical response strength along the ordinate.

Figure 4: Instead of iteratively reducing the image size (left), the use of integral images allows the up-scaling of the filter at
constant cost (right)
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BRIEF
The BRIEF descriptor uses a random distribution pattern of 256 point-pairs in a local 31x31 region for the
binary comparison to create the descriptor4. One key idea with BRIEF is to select random pairs of points
within the local region for comparison. BRIEF is a local binary descriptor and has achieved very good
accuracy and performance in robotics applications5. BRIEF and ORB are closely related; ORB is an oriented
version of BRIEF, and the ORB descriptor point-pair pattern is also built differently than BRIEF. BRIEF is
known to be not very tolerant of rotation.
ORB is an acronym for Oriented BRIEF, and as the name suggests, ORB is based on BRIEF and adds
rotational invariance to BRIEF by determining corner orientation6. It should be noted that ORB is a highly
optimized and very well engineered descriptor, since the ORB authors were keenly interested in compute
speed, memory footprint, and accuracy. Many of the descriptors surveyed in this section are primarily
research projects, with less priority given to practical issues, but ORB focuses on optimizing and practical
issues.
Daisy Descriptor
The Daisy Descriptor is inspired by SIFT and GLOH-like descriptors, and is devised for dense-matching
applications such as stereo mapping and tracking, reported to be about 40 percent faster than SIFT7. Daisy
relies on a set of radially distributed and increasing size Gaussian convolution kernels that overlap and
resemble a flower-like shape (Daisy). Daisy does not need local interest points, and instead computes a
descriptor densely at each pixel, since the intended application is stereo mapping and tracking. Rather
than using gradient magnitude and direction calculations like SIFT and GLOH, Daisy computes a set of
convolved orientation maps based on a set of oriented derivatives of Gaussian filters to create eight
orientation maps spaced at equal angles.

2.2

Foreground/background subtraction

Foreground/background subtraction can be defined as a segmentation of a video stream into foreground,
which appears at unique moments in time, and the background which is always present. It is an important
video processing task that contributes to higher precision and accuracy when integrated with other video
analytics solutions for forensic evidence collection.
2.2.1 Problem Definition
Vast range of video analysis tasks often begins with background subtraction, which consists of creation of
a background model that allows distinguishing foreground pixels. Processing per-pixel basis from the

4

Calonder, Michael et al. “BRIEF: Computing a Local Binary Descriptor Very Fast.”Pattern Analysis and Machine
Intelligence, Vol. 34, 2012.
5
Rublee, Ethan, Vincent Rabaud, Kurt Konolige, and Gary Bradski. “ORB: An Efficient Alternative to SIFT or SURF.”
ICCV ’11 Proceedings of the 2011 International Conference on Computer Vision 2011.
6
Rublee, Ethan, Vincent Rabaud, Kurt Konolige, and Gary Bradski. “ORB: An Efficient Alternative to SIFT or SURF.”
ICCV ’11 Proceedings of the 2011 International Conference on Computer Vision 2011.
7
Tola, E., V. Lepetit, and P. Fua. “A Fast Local Descriptor for Dense Matching.”Conference on Computer Vision and
Pattern Recognition, 2008.
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background is not only time-consuming but also can dramatically affect foreground region detection, if
region cohesion and contiguity is not considered in the model. Decomposition of a video scene into
background and foreground is a very challenging but crucial process that can significantly improve
performance of many other video analytics solutions. The robust subspace approach based on a low-rank
plus sparse matrix decomposition has shown a great ability to identify static parts from moving objects in
video sequences. However, those models are still insufficient in realistic environments. The separation of
locally moving or deforming image areas from static or globally moving background is a focused videoprocessing task with manifold applications. In MAGNETO we implement a new method in which we regard
the image sequence to be made up of the sum of a low-rank background matrix and a dynamic treestructured sparse matrix, and solve the decomposition using our approximated Robust Principal
Component Analysis method extended to handle camera motion. Furthermore, to reduce the curse of
dimensionality and scale, a low-rank background modelling in integrated via Column Subset Selection that
reduces the order of complexity, decreases computation time, and eliminates the huge storage need for
large videos.
2.2.2 Application to the MAGNETO use cases
Despite the fact that the module has no direct interaction with the end user, foreground/background
subtraction module plays an important part in pre-processing of the video data for other video analytics
solutions developed for evidence collection, especially in UC1 and UC3. In particular, the module will
provide input to video summarization, face detection and recognition, and soft biometrics fusion.
Foreground/background modelling is bringing to the MAGNETO system a number of benefits: firstly, that
a robust estimation of the mostly static regions of the image is guaranteed; secondly, that this
approximation can in part handle the variations in illumination in the background, such as a tree swaying
backwards and forward that can be modelled by a few modes. Thirdly, a low-rank approximation of the
background can help distinguish between general motion in the scene – which can be due to camera
movement – and local varying motions caused by moving objects; since the background regions obey a
single highly correlated motion pattern.
2.2.3 Approach and configuration used for MAGNETO
The approach proposed in MAGNETO addresses this fundamental task by leveraging and building on
recent developments in the field of Robust Principal Component Analysis (RPCA)8. Specifically, the solution
has been inspired by the critical breakthrough accomplished by Candès et al. 9, where the authors
provided a practical solution for the long-standing problem of recovering the low-rank and sparse parts
of a large matrix made up of the sum of these two components. In particular context of video processing,
the 2-dimensional matrix 𝐴 of size 𝑚 × 𝑛 stores pixel information of a video sequence 𝐼𝑗 , 𝑗 = 1, … , 𝑛, or
a set of images by concatenating each frame 𝐼𝑗 as a column 𝐴𝑗 in 𝐴. Then, the background part of the
video sequence is modeled by the low-rank matrix, while the locally deforming parts constitute the sparse
matrix component. More specifically they minimize a surrogate model using the ℓ1 and nuclear norms
8

S. Erfanian Ebadi, V. Guerra Ones, and E. Izquierdo, “Efficient background subtraction with low-rank and sparse matrix decomposition,” in Image
Processing (ICIP), 2015 IEEE International Conference on, September 2015
9

E. J. Candes, X. Li, Y. Ma, and J. Wright, “Robust principal component ` analysis?” J. ACM, vol. 58, no. 3, pp. 11:1–11:37, Jun. 2011
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with the convex optimization problem named Principal Component Pursuit (PCP) that with a high
probability the solution described by equation below can recover the low-rank (background) and the
sparse (foreground) parts of the original matrix.

where 𝐿 and 𝑆 are matrices of the same size as 𝐴, and ‖⋅‖∗ and ‖⋅‖1 are the nuclear norm (which is the
ℓ1 -norm of the singular values) and the ℓ1 -norm respectively, and 𝜆 is a balanced parameter (which is
assigned as

1
).
√max(𝑚,𝑛)

PCP has led to impressive results in background modelling and foreground

detection for detection and recognition of flying objects. Although this formulation leads to a
computationally feasible solution, the complexity is still high involving the calculation of many Singular
Value Decompositions (SVD) for a very large matrix.
In proposed approach, it is assumed that the matrix 𝐴 is decomposable; i.e., the matrix 𝐴 is close to a
matrix that can be written as the sum of a low-rank matrix 𝐿 with singular vectors that are not spiky, and
a sparse matrix 𝑆 with a uniform and random pattern of sparsity. This section addresses a number of
critical issues and limitations of RPCA which are: embedding global motion parameters in the model, i.e.,
estimation of global motion parameters simultaneously with the foreground/background separation task;
considering matrix block-sparsity rather than generic matrix sparsity as natural feature in video processing
applications; and more critically providing an extremely efficient algorithm to solve the low-rank/sparse
decomposition task. The first model aims at video sequences captured by a moving camera, by estimating
the global motion parameters while performing the targeted background/foreground separation task. The
second model exploits the fact that in video processing applications the sparse matrix has a very special
structure. In other words, the non-zero matrix entries are not randomly distributed, but they build small
blocks within the sparse matrix. Finally, the last solution targets the fact that RPCA approaches are
computationally expensive. The proposed model introduces an extremely efficient “SVD-free” technique
that enables real-time foreground separation.
2.2.3.1 𝝉-Decomposition
The robust subspace learning models via matrix decomposition in the literature can mostly handle video
sequences captured by static cameras. In this section building on an extension of the approximated RPCA
model10 is proposed with the introduction of domain transformations into the optimization task, to
compensate for background motion which is caused by camera movement. Basically, it is assumed that
the columns of 𝐿 are linearly dependent up to a certain parametric transformation. Given a data matrix 𝐴
whose columns are the frames of a video sequence, captured by a moving camera, the decomposition of
matrix 𝐴 is defined as:

where 𝐺 is a matrix that contains the incomplete information and corruption by outliers in the original
video sequence, e.g., Gaussian noise. 𝐴𝑗 ∘ 𝜏𝑗 denotes the 𝑗-th frame after transformation parameterized
10

Y. Peng, A. Ganesh, J. Wright, W. Xu, and Y. Ma, “RASL: robust alignment by sparse and low-rank decomposition for linearly correlated images,”
IEEE Transactions on Pattern Analysis and Machine Intelligence, vol. 34, no. 11, pp. 2233–2246, 2012
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by the vector 𝜏𝑗 ∈ ℝ𝜌 where 𝜌 is the number of parameters fully describing the global motion model.
Therefore, 𝜌 = 4 corresponds to similarity, 𝜌 = 6 to affine, and 𝜌 = 8 to projective transformation.
The 𝑖-th geometric transformation is comprised of a parameter vector 𝜏𝑖 , 𝑖 = 1, … , 𝑛 where different
spatial transformations can be considered. 2D parametric transforms are used to model translation,
rotation, and planar deformation of the background. Finally, the multi-resolution incremental
refinement11 is implemented to estimate these motion parameters. The algorithm developed for
MAGNETO is computationally cheaper to handle the processing more efficiently (compared to algorithm
based on an approximated RPCA formulation12).
Given the data matrix 𝐴 and the Lagrange tuning parameter 𝜆 the following optimization function recovers
a low-rank matrix 𝐿, a sparse matrix 𝑆, and the motion parameter vector 𝜏 such that 𝐴 ∘ 𝜏 ≈ 𝐿 + 𝑆:

The first summand guarantees the approximations of the decomposition (minimizing the residual) and
the second favours the sparse matrix solution 𝑆 with many zero elements (i.e. sparse enough). The
parameter 𝜆 controls the contribution of each summand to the function to be minimized. 𝜆 needs to be
manually set depending on the problem to be solved and increases the model's flexibility and
generalizability to different scenarios. The model is tested using variations of this parameter in our
experiments with the Receiver Operating Characteristic (ROC) performance evaluation. Developed
method follow an alternating strategy minimizing the function for three parameters 𝐿, 𝑆, and 𝜏 one at a
time until the solution reaches convergence (in an iterative process) to a local optimum:

The problem described above can be written as a weighted least squares minimization where the
solutions 𝜏𝑖 have a closed-form. To calculate the rank-𝑘 matrix that is the nearest estimate of the matrix
𝐴 ∘ 𝜏 𝑡 − 𝑆 𝑡−1 , SVD gives a closed-form solution as:
𝑘

𝐿 = ∑ 𝜎𝑖 𝑈𝑖 𝑉𝑖𝑡
𝑡

𝑖=1

with the coefficients 𝜎𝑖 and the vectors 𝑈𝑖 and 𝑉𝑖 are the singular values, and the left and right singular
vectors of the matrix 𝐴 ∘ 𝜏 𝑡 − 𝑆 𝑡−1 , respectively. Finally, the matrix 𝑆 𝑡 is updated using the parameter 𝜆

11

R. Szeliski, Computer Vision: Algorithms and Applications, 1st ed. New York, NY, USA: Springer-Verlag New York, Inc., 2010
Y. Peng, A. Ganesh, J. Wright, W. Xu, and Y. Ma, “RASL: robust alignment by sparse and low-rank decomposition for linearly correlated images,”
IEEE Transactions on Pattern Analysis and Machine Intelligence, vol. 34, no. 11, pp. 2233–2246, 2012
12
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acting as a tuning parameter in the matrix 𝐴 ∘ 𝜏 𝑡 − 𝐿𝑡 ; i.e. the elements of the matrix 𝐴 ∘ 𝜏 𝑡 − 𝐿𝑡 ≤ 𝜆
are considered zero.
2.2.3.2 Block-Sparsity
The formulation of background modelling/foreground detection problem using the optimization function
favours solutions where the matrix 𝑆 is sufficiently sparse. But this information does not take into account
the structure of sparsity in 𝑆, and therefore does not yield good results when the sparse pattern involves
for example clutters of non-zero entries representing foreground objects. Indeed, in real-world video
sequences the foreground pixels do not appear as in a sparse matrix at random and scattered; strictly
speaking they appear in regions of pixels corresponding to foreground objects in a scene. It would make
sense if the block-sparsity is imposed on the pixels of each video frame rather than a whole column (whole
frame) in the matrix 𝑆. This mathematical solution would favor solutions where the zero elements of the
matrix 𝑆 appear in blocks, where each block can represent the natural shape of a foreground object. 𝑚𝑎𝑡(⋅
) is defined as a mapping operator from the 𝑚-dimensional space into the 𝑤 × ℎ matrix as ℝ𝑚 → ℝ𝑤×ℎ .
In other words, 𝑚𝑎𝑡(𝐴𝑗 ) is equal to video frame 𝐼𝑗 . Hence the proposed technique solves the minimization
problem for block-sparse matrices 𝑚𝑎𝑡(𝑆𝑗 ). Given a data matrix 𝐴 whose columns are the frames of a
video sequence captured by a moving camera and a Lagrange parameter 𝜆, the following optimization
problem that recovers the background and foreground of the sequence is minimized with the matrices 𝐿
and 𝑆, respectively:

where ℓ2,1 -norm is defined as 𝐴2,1 = ∑𝑗‖𝐴𝑗 ‖ which is the ℓ1 -norm of the vector formed by taking the
2

ℓ2 -norms of the columns of the underlying matrix.
2.2.3.3 SVD-Free Solution to RPCA
Considering a particular case, where the background in a video sequence does not change, and it can be
described by a rank-1 matrix, the optimization problem of approximated RPCA algorithm is:

Note that the Lagrange parameter 𝜆 is left out, and instead the number of non-zero elements 𝑐𝑎𝑟𝑑(𝑆) is
being fixed. The cardinality 𝜅 acts as a hard-thresholding parameter that controls the quality of the
reconstruction of 𝐴 using the matrices 𝐿 and 𝑆. The rank-1 restriction for 𝐿 imposed in the optimization
problem yields to solutions where the columns of the matrix 𝐿 can be written as 𝐿𝑗 ← 𝛼 𝐿1 , 𝑗 = 1, … , 𝑛,
where 𝐿1 is the first column of 𝐿 and 𝛼 is a scalar. This is based on the fact that not all the columns of a
rank-1 matrix are necessarily equal, and rather the columns are linearly dependent (by a scalar factor).
Based on this fact, the proposed solution assumes a particular rank-1 matrix 𝐿 where all the column
vectors are equal; i.e. 𝐿 = 𝑙 𝟏𝑇 where 𝑙 is a vector of size 𝑚 and 𝟏𝑇 = (1, … , 1). Note that any matrix in
the form 𝑙 𝟏𝑇 is a rank-1 matrix but not all rank-1 matrices can be written by repeating the same vector
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in all the columns. The main advantage of this special rank-1 matrix is that the proposed method proves
the vector 𝑙 can be calculated without computing an SVD; therefore, this algorithm converges much faster
at a result, since the most expensive computation in the described algorithms is in SVD calculation step.
The optimization model is as below:

Similar to previous sections the optimization process includes an alternating strategy as below:

The matrix 𝑆 𝑡 that solves the optimization problem above is the matrix with zero elements in the positions
corresponding to the fits 𝜅 smallest elements of the matrix | 𝐴 ∘ 𝜏 𝑡 − 𝑙 𝑡 𝟏𝑇 |.
2.2.4 Performance Evaluation
The initial version of the proposed solution was implemented in C++ and tested on a 64-bit PC with Intel
Core i7-4770 CPU @3.40GHz (single core) and 32GB of RAM. For the evaluations, 7 challenging
background subtraction datasets are tested with our models, namely CDW13, BMC14, CM15, SAI16, i2R17,
and MuHAVi-MAS18.
The CPU time consumption of developed SVD-free model, for performing the decomposition task is shown
in Table 1 against Original RPCA, and approximated RPCA. All the algorithms were run with 5 iterations
and the tuning parameters were chosen to obtain maximal segmentation accuracy.
The proposed method can handle camera movement, various foreground object sizes, and slow-moving
foreground pixels as well as sudden and gradual illumination changes in a scene. The qualitative and
quantitative segmentation results outperform current state-of-the-art methods. The proposed SVD-free
solution achieves more than double the amount of speed-up in computation time for the same
performance target compared to its counterpart.

13

Antoine Vacavant, Laure Tougne, Thierry Chateau, and Lionel Robinault, “Background Models Chal lenge, Workshop of ACCV 2012,” Springer,
Nov. 2012
14
Yi Wang, Pierre-Marc Jodoin, Fatih Porikli, Janusz Konrad, Yannick Benezeth, and Prakash Ishwar, “CDnet 2014: An Expanded Change Detection
Benchmark Dataset,” in IEEE CVPR Change Detection workshop, United States, June 2014
15
Yaser Sheikh and Mubarak Shah, “Bayesian modeling of dy- namic scenes for object detection,” PAMI, vol. 27, pp. 1778– 1792, 2005
16

Sebastian Brutzer, Benjamin Ho f̈ erlin, and Gunther Heide- mann, “Evaluation of background subtraction techniques for video surveillance,” in
Computer Vision and Pattern Recogni- tion (CVPR) IEEE, 2011
17
Liyuan Li, Weimin Huang, Irene Yu-Hua Gu, and Qi Tian, “Statistical modeling of complex backgrounds for foreground object detection,” IEEE
Transactions on Image Processing, vol. 13, no. 11, pp. 1459–1472, 2004
18
T.Brox and J.Malik, “Object segmentation by long term anal- ysis of point trajectories,” in European Conference on Com- puter Vision (ECCV).
Sept. 2010
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Table 1: Time performance comparison (CPU sec.)

The proposed method is currently being tested on the dataset obtained from London Metropolitan Police,
containing large amounts of videos with various motion, parametric transformation, quality, motion blur,
and deformation of scene elements to find optimum parameters settings. The proposed method is being
optimized based on some of the most challenging scene from the MET footage with very dynamic content
while containing objects (people) without motion [see Figure 5].

Figure 5: Results on other video footage samples

Figure 6 shows the PSNR values obtained by using 20 values of θ linearly distributed in range [.05, 1].
According to this for all our tests using 25% of the columns of A guarantees a very accurate model of the
background, while a larger θ will not always result in significant increase in PSNR. An important
observation here which demonstrates the advantage of using RPCA, is that, as we introduce more frames
to the background (i.e., we use higher θ) we risk contaminating the background model by more
foreground information; this is seen as fluctuations in Figure 6-(b), (c) and Figure7-(e), (g), and (h). That
means an optimal θ is rather one that is smaller, that will select the most representative frames for the
background of a sequence.
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Figure 6: PSNR-θ plot of modelled background by RPCA vs. low-rank modelling. With energy value θ = .25 the optimality of
the quality of the modelled background is ensured.

H2020-SEC-12-FCT-2017-786629 MAGNETO Project

Page 26 of 77

D3.1 Multimedia Pre-processing, Indexing and Mining Tools

Figure 7: PSNR-θ plot of modelled background by RPCA vs. low-rank modelling. With energy value θ = .25 the optimality of
the quality of the modelled background is ensured.

2.3

Speech to text transformation

Speech to text functionality can be defined as a transformation of an audio file or audio stream into text.
Currently, there are a lot of solutions capable to cover this purpose, some of them are open source, other
are proprietary solutions. Most of them mainly focused on cloud computing, but there are also offline
products able to process audio and generate the transcription. Due to MAGNETO's requirements, speech
to text module covers both offline and online conversions in order to address all the use cases and possible
scenarios.
2.3.1 Problem Definition
LEA investigators deal with enormous and complex amounts of calls data or recorded audio files, it is
impossible to listen to all of them to discover hidden or unsuspected connections within big datasets. This
provokes expensive investigations with enormous delays solving crimes and hard time to prevent them.
H2020-SEC-12-FCT-2017-786629 MAGNETO Project

Page 27 of 77

D3.1 Multimedia Pre-processing, Indexing and Mining Tools
Multilingualism conversations are hard to decrypt and usually, data sources aren’t contextualized. Due
to MAGNETO’s platform provides new semantic technologies and augmented intelligence tools with
homogeneous text indexed contents, speech to text module brings to MAGNETO a solution that combined
with other modules improves investigation capabilities. Otherwise societal, victims and relatives concern
rises. In addition, in order to avoid duplicities, and decrease the amounts of data to process, information
between LEAs should be accessible from any MAGNETO tool.
2.3.2 Application to the MAGNETO use cases
Although speech to text module has no direct involvement with the end user, the audio to text
transformation plays an important part for pre-processing multimedia data and providing to other
MAGNETO modules the appropriate text to cover other main functionalities such us translation, patterns
identification, sentiment analysis and others that can be important for the process of evidence collection,
especially in UC1 and UC3.
Particularly speech to text transformation module is bringing to the MAGNETO's platform the
transcription of several audio files. These transcriptions could be used by different internal modules, such
as, automated language translation module, able to work up to 7 languages in any circumstances; the Text
& Data Mining module, capable to offer multi-criteria searching through the indexed transcriptions; or Big
Data Foundation Services that allows the possibility to include several algorithms for patterns detection
or sentiment analysis for identifying and extracting subjective information, based on statistical relations
not on linguistic analysis.
2.3.3 Approach and configuration used for MAGNETO
The module proposed in MAGNETO approaches the conversion of voice to text leveraging different open
source specifications and solutions. Basically, the proposed design is based on several clouds or local
techniques to recognize isolated words, connected words, continuous speech or spontaneous speech
depending on the type of audio input. These techniques aim to "hear, understand," and "act upon" spoken
information, and typically follow four main stages:
1.
2.
3.
4.

Analysis
Feature extraction
Modelling
Testing

The performance of speech to text module depends on the different techniques employed in the stages
of recognition. Each solution investigated during the design phase of speech to text module was
implementing its own algorithms to perform the conversion, in some cases using segmental analysis, as
Mel frequency Spectral coefficients (MFFCs) and Gaussian Mixture Models (GMM); in other cases the use
of Support Vector Machines (SVMs) has become popular and powerful in pattern identification, or the use
of neural networks that apply complex models to convert the audio input into text.
Taking into account that currently we can find several solutions able to cover MAGNETO's requirements,
speech to text module tries to unify all the solutions in a single component, where the system can perform
the conversion using different cloud solutions in case that MAGNETO's platform could be connected to
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the internet or used in an offline solution running locally in case of network or privacy restrictions. The
following figure shows a diagram of the implemented module.

Figure 8: Speech to text transformation flow diagram

As it is expected that MAGNETO's platform will work in an isolated network, and the different cloud
solutions provide APIs to perform the speech to text conversion, the proposed Speech to text module has
a submodule for online third-party providers configuration and a submodule based on CMUSphinx19
offline converter with a set of dictionaries. With this structure speech to text component covers both
approaches and can be used easily in different environments or scenarios configuring a set of parameters.
2.3.3.1 Online Processing component
The online processing component stores all the information required establishing a connection to thirdparty providers, and it is able to consume the different services exposed by cloud providers for speech to
text conversion.
The main cloud providers with speech to text capabilities are:

•

19

Google Cloud Speech: The Cloud Speech API provided by Google allows developers to convert
audio into text applying powerful neural network models. This API is able to work with more than
110 languages and variants which can be interesting for MAGNETO's purposes. It is also capable
to transcript voice from microphones or audio files.

https://cmusphinx.github.io/wiki/
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•

•

•

Thanks to Google advanced algorithms based on deep learning and neural networks, the accuracy
provided by this service is really high and it is improving continuously.
Regarding real time processing, the API can give the results from the conversion as the audio input
is arriving, also a noise pre-processing algorithm is not required because the service provides it.
Wit.ai: Wit Speech API brings easy way to convert voice to text in JSON format. Wit tries to
combine various state-of-the-art Natural Language Processing techniques and different speech
recognition engines and provides a low latency and high robustness to surrounding noise on
speech to text conversion. All this processing work will be done in Wit cloud services through their
API.
Microsoft Bing Voice Recognition: Microsoft provides also an API with its own state-of-the-art
algorithms to process spoken language. As in previous providers Bing also expose different
services allowing conversions, real time processing, and also speech driven actions.
IBM Speech to text: IBM Speech to text service provides an API that uses IBM’s speechrecognition capabilities to produce transcripts of spoken audio. This service converts speech from
different languages and audio formats returning a JSON with the transcription of the input
requested. In this case IBM doesn't provide a single service endpoint. Depending on request
location they have different servers around the world to achieve the lowest latency.

Taking into account that MAGNETO's platform could use these cloud providers, an important thing to
keep in mind is the services’ pricing. The following table shows a summary with the reviewed providers
charges.
Free

Standard

Google Cloud

60 minutes / month

0.005€ / 15 seconds

Wit.ai

No limit

Microsoft Bing

5000 transactions / month

3.374€ / 1000 transactions

IBM

100 minutes / month

0.013€ / minute

Table 2: Performance of the Speech to Text module

2.3.3.2 Offline Processing component
Considering that MAGNETO project could manage sensible and restricted data. As we have seen, all the
cloud providers require that information travels through the internet. In some cases, this could be a
problem and MAGNETO's speech to text module should cover also offline conversions. To achieve this
purpose, the designed module provides also an offline solution based on CMU Sphinx library. For the
conversion, this library takes following steps:
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1. Take a recorded waveform;
2. Split it at utterances by silences;
3. Try to recognize what’s being said in each utterance.
All possible combinations of words are tried to match them with the audio, the best matching combination
is chosen. In order to optimize the number of parameters, the speech is divided into frames, typically in
10 milliseconds length. For each frame, 39 numbers are extracted as a speech representation. That’s called
a feature vector.
Another important component of this library is its model, which describes some mathematical object that
gathers common attributes of the spoken word. CMU Sphinx defines a model that deals with the main
issues in whatever analytic scenario:
•
•
•

how well does the model describe reality,
can the model be made better of its internal model problems,
how adaptive is the model if conditions change

Accordingly, the converter follows a Hidden Markov Model or HMM of speech that has been proven to
be really practical for speech decoding. The core of this the engine was designed to recognize speech using
the combination of three entities: Acoustic model, phonetic dictionary and the language model;
corresponding to the speech structure. Other used concepts are: Lattice, N-best lists, word confusion
networks, speech database, and text databases. The final result is a transcription library able to convert
voice into text with good performance regarding accuracy and timing evaluation. To conclude, even
though the library is based on different algorithms and models, it is important take into consideration that
a good set of dictionaries should be used in order to obtain good results, since CMU Sphinx library is not
using deep learning techniques or hard machine learning algorithms like cloud solutions.
2.3.4 Performance Evaluation
The most common measure is the called word error rate (WER%). Such a performance is computed by
comparing a reference transcription with the transcription output by the speech recognizer. From this
comparison, it is possible to compute the number of errors, which typically belong to 3 categories:

•
•
•

Insertions I (when the output of the ASR contains a word that it is not present in the reference)
Deletions D (a word is missed in the ASR output)
Substitutions S (a word is confused with another one)
WER= (S+D+I)/N ,

where N is the number of words in the reference transcription.
To assess the quality of speech to text module, it has been processed a set of five short (one or two
sentences long) samples of spoken English test gathered in different scenarios. The results of the
conversion have been compared with the real manual transcription prepared by native speakers. The
samples used for the testing come from the audio edition of British National Corpus recorded on the 1990s
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and YouTube, in order to compare the results obtained also with different quality of audio inputs. And
according with the WER we can evaluate the distance between the recognized text and the reference test,
based on words and normalized by the length of the reference text. Therefore, WER of 0% means perfect
recognition, and a high rate means a poor conversion. The results of performed tests are included in
following table:
TV
broadcast

School
lesson

Home
conversation

YouTube
Speech

YouTube
Tutorial

Google Cloud

25.3%

39.5%

60%

4.1%

4.7%

Wit.ai

40.1%

38.7%

63.8%

11.4%

11.9%

Microsoft
Bing

38.8%

57.6%

76.7%

8.3%

7.8%

IBM

19.4%

28.6%

53.8%

6.9%

4.8%

CMUSphinx

39.8%

55.3%

68.9%

12.7%

11.9%

Table 3: Overview of cloud services charges

In all the performed tests, the online conversions achieve the lowest error rate, but taking into account
that these solutions are running in big cloud architectures with lots of samples for training and feedback
models, the results obtained for CMUSphinx conversions could be used as a first approach in MAGNETO's
prototype for offline conversions. Regarding the quality of audio, we can see that it is really important to
provide good recorded audio files to obtain a good transcription. In the case of audio files gathered from
British National Corpus, these samples were recorded on analogue media and subsequently digitized, so
the final result is not the same regarding nowadays recordings.
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3. Pre-processing of Sensor Data
3.1

DROP detection and tracking

The Distinctive Region or Pattern (DROP) module aims to search large datasets of CCTV footage for a
pattern of distinctive visual effect, which is unknown until runtime when the user selects an arbitrary
bounding box from a video frame through the system user interface. This query region is then used as a
query by example for the search of similar patterns across the large databases of CCTV footages.
3.1.1 Problem Definition
To illustrate a case of DROP based orchestration, a large corpus of CCTV and mobile data was used to
identify an offender in a large city. The four images, in Figure 9 below, outline a common case of subject
identification performed by security forces. In this case CCTV images are analysed and compared
“manually”. The distinctive “orange zip” (DROP) in the black jacket of the perpetrator (attacking another
individual in the first image), can be used for person identification in subsequent images. Therefore, the
first image illustrating the criminal act is used as starting point for the investigation. The next two images
are supposed orchestrated images were standardized DROP metadata is used. Finally, the image at the
bottom display a picture containing the same DROP in which the face of the perpetrator can be clearly
identified. It is expected that the DROP orchestration contributes to solve similar and more complex cases
by performing automated of standardized metadata in all images and videos available for case solving.

Figure 9: Identifying offenders by DROP based orchestration. Scene of the incident (image at the top), images of strong DROP
correlation (middle), final image with the same drop and clear face of the perpetrator.

3.1.2 Application to the MAGNETO use cases
The DROP module searches for the distinctive object or pattern in the footage to help investigators track
and identify suspects as part of UC1. The input for the DROP module is a video reference, frame number
and bounding box of the query region for which to search. The output represents an ordered set of video
reference, frame number range and confidence, in descending confidence order. This ranked list of search
results contains the most confident search result in the first element, and lower confident results further
through the list.
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Figure 10: Input and output data of the DROP module

3.1.3 Approach and configuration used for MAGNETO
The DROP module combines unique machine learning approach with tailored cascade classification
technique. The machine learning part is based on a random forest of decision trees, which is uniquely
trained with the content of the video to be searched. Traditional methods train a forest with exemplars
of the pattern or object class to be detected. By training the forest with the haystack, rather than the
needle, it can be reused to detect any pattern that the user may choose.
The cascade classification approach involves two stages: definition and search. Firstly, the target DROP is
described using colour and Haar-like features in order to define the conditions to be matched in the search
stage. The Figure 11 shows an overview of the class (DROP) definition process. A set of Haar-like features
and colour measurements are obtained as result of this stage.

Figure 11: DROP definition process

Subsequently, a sliding-window based search stage is performed in the target images. The search space
in the image is initially reduced by defining an attentional grid using a dominant colour matching
approach. Then, for each possible sliding-window in the attentional grid a set of conditions is assessed in
order to compare the current region against the query pattern. If every condition is satisfied for a specific
sliding-window the region covered by the window is marked as a positive detection. Figure 12 shows the
steps involved in the search process.

Figure 12: DROP search process
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In the proposed approach the following measurements are used to define a particular DROP: Average
colour, Haar-like features and dominant colour descriptor (DCD).
Average colour: The average of the hue components of the query DROP are measured in the HSL colour
space. This average will be compared with possible matches in the detection stage using a defined
threshold by the user.
Haar-like features selection: A systematic check of the capability to discriminate positive and negative
samples from a training dataset is assessed for each Haar-like feature. In contrast, the DROP approach
developed for MAGNETO use cases has been designed to search for identified pattern training data
available. Thus, the Haar-like features are selected using a score function that assigns high values to
features over noticeable changes in grey intensities. The feature extraction process proposed here is
based on the Viola-Jones algorithm which uses Haar-like features, that is, a scalar product between the
image and some Haar-like templates. In particular, the training model proposed extends the Haar-like
templates to HSV colour space mentioned in the previous section. More precisely, let I and P denote an
image and a pattern, both of the same size N x N. The feature associated with pattern P of image I is
defined by
∑ ∑ 𝐼(𝑖, 𝑗)1𝑃(𝑖,𝑗)𝑖𝑠 𝑤ℎ𝑖𝑡𝑒 − ∑ ∑ 𝐼(𝑖, 𝑗)1𝑃(𝑖,𝑗)𝑖𝑠 𝑏𝑙𝑎𝑐𝑘
1≤𝑖≤𝑁 𝑖≤𝑗≤𝑁

1≤𝑖≤𝑁 𝑖≤𝑗≤𝑁

To compensate the effect of different lighting conditions, all the images should be mean, and variance
normalized beforehand. Those images with variance lower than one, having little information of interest
in the first place, are left out of consideration. The derived features are expected to hold all the
information needed to characterize the given visual pattern. The visual patterns identified are rich on
colour space and thus the extension of Haar-like patterns is used to extracted features. There is, however,
another crucial element which lets this set of features take precedence: the integral image which allows
calculating them at a very low computational cost. Instead of summing up all the pixels inside a rectangular
window, this technique mirrors the use of cumulative distribution functions. The presentation of the
pattern is presented in Figure 13.

a

b

Figure 13: Feature values computed for an example query DROP

Dominant colour descriptor (DCD): The DCD provides a compact description of the representative colours
in an image or image region. The DCD is composed by the space coordinates that represent the colour,
the percentage of presence of each colour in the assessed region, the colour variance, and the colour
homogeneity in the image as shown in following equation.
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𝐹 = {{𝑐𝑖 , 𝑝𝑖 , 𝑣𝑖 }, 𝑠}, (𝑖 = 1,2, … , 𝑁)
Here, the colour coordinates are in the hue-saturation-lightness (HSL) space, 𝑐𝑖 is the percentage of
presence of each dominant colour in the image, 𝑠 is an optional value that describes the variation of the
colour values of the pixels in a cluster around the corresponding representative colour, 𝑝𝑖 and 𝑣𝑖
represents the overall spatial homogeneity of the dominant colours in the image. The number of colours
used to describe the query DROP depends directly from the DROP itself, and thus, is defined via input
parameter.
3.1.4 Performance Evaluation
Describe performance measures and evaluation of the module
The proposed approach has been tested for the selected single DROP query pattern. Figure 14 (a) shows
the pattern used to extract the DROP characteristics (Figure 14 shows two examples of positive detections
obtained with the approach.

a.

b.

c.

Figure 14: a) Query pattern. b) , c) Correct detections using the approach

The results are presented in terms of precision, recall and accuracy. The true positives (TP), true negatives
(TN), false positives (FP), and false negatives (FN) are obtained from manual annotations over the dataset.
Table 4 presents the convolution matrix obtained for the classification.
Predicted

Class

True

False

True

58

34

False

19

333

Table 4: Convolution matrix
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Table 5 presents the precision, recall and accuracy obtained for the classification. The first column is the
number of frames processed. The second and third columns are the number of frames where the pattern
is present or absent respectively.

Frames

P

N

precision
(TPR)

444

92

352

0.7532

Recall

Accuracy

0.6304

0.8806

Table 5: Result data for the first query DROP

The main detected causes of false negatives (pattern not detected) are related to blurriness, occlusions
and the search-space reduction. Figure 15 shows the query used in DROP definition, a case of an
undetected blurry pattern and an undetected partially occluded pattern. Figure 16 shows a case where
the search-space is reduced leaving part of the parameter outside; thus, preventing the pattern from
being detected.

a.

b.

c.

Figure 15: False negative detections searching for blurred or occluded patterns. a) Query pattern. b) Blurred pattern. c)
Partially occluded pattern.

Figure 16: False negative detections due search-space reduction (marked in red) limiting the sliding window from detecting
the pattern.

The 19 cases of false positives can be reduced to 5 cases spread over different consecutive frames of the
video clip. Figure 17 shows false positive cases incorrectly detected. These particular cases can be solved
by incorporating temporal information to the approach and by adjusting the current thresholds for colour
similarity and Haar-like features thresholds.
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Figure 17: False positive detections

The module has been optimised for intensive search process. The search space for the sliding-window has
been reduced by measuring dominant colours on cells of a defined grid in the input image. The cells are
marked for search in case that any of its dominant colours are similar to the dominant colours of the query
pattern. Then, a sliding-window is iterated through the search space and three main conditions are
checked: Colour average, Haar-like features, and DCD.
Attentional grid definition: The colour attentional grid is a first step in the detection stage, that aims to
reduce the search space of the sliding window approach proposed. In this step, the input image is divided
in a NxM grid. For each cell on the grid a number of dominant colours is computed according to a user
input parameter. The dominant colours in the cell are compared to the dominant colours in the query
DROP. A cell is marked for search if a considerable region in the cell contains similar colours when
compared to the query DROP. The similarity between dominant colours is measured using a weighted
Euclidean distance in the HSL colour space. Figure 18 shows some results of the search space reduction
using this approach.
%
0.456
0.453
0.089
a.

b.

c.

d.

Figure 18: a) Example query DROP. b) Dominant colors and presence percentages computed for the query pattern. c) input
image. d) Reduced search-space cells marked in red.

The colour attentional grid discards a considerable amount of regions of the image where there is no need
for searching. Therefore, reduces the computational time of the sliding window stage. This process can
be performed offline and stored as media metadata.
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Sliding window: Once the attentional grid is defined a sliding-window will iterate the image to compare
particular regions against the query pattern. The sliding window will iterate all the possible coordinates
and sizes fitting inside the attentional grid. The next subsections describe the conditions assess for each
iteration of the sliding window.
Colour average: The colour average of the region defined by the sliding window is the first condition
assessed due the computational time it requires compared to the other two conditions. The average for
each component in the HSL colour space is computed for the region and compared to the average colour
and the dominant colours in the query pattern. The thresholds to consider a pair of colours to be similar
are defined via user input parameter. If the colour average condition is satisfied the Haar-like condition is
computed
Haar-like features: The Haar-like features selected in the DROP definition are computed for each window
that satisfied the colour average condition. Each Haar-like feature value computed for the current
iteration of the sliding window is compared with the value obtained in the query DROP for the same
feature. The accumulated difference is thresholded to define the similarity between the current window
and the query DROP.
Dominant colour descriptor: Using DCD’s a final check on colour for the query DROP is performed. In this
case the image region defined by the current window is clustered into dominant colours. A DCD matching
distance is computed over the window in order to check the presence and percentages of the dominant
colours in the query DROP. The purpose of this condition is to reject the false positives accepted by the
two previous conditions. The figure 19 shows the results of the proposed approach for two example
patterns in a CCTV system. Each image has a resolution near to 700x600.

a.

b.

c.

d.

Figure 19: a) query pattern 1, b) query pattern 2, c) results for query pattern 1, d) results for query pattern 2
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4. Text and Data Mining
Text mining is defined as the application of machine learning methods and algorithms in order to
automatically derive information from weakly structured and unstructured textual data. In contrast to
text mining, data mining thrives for the discovery of patterns in structured data by means of methods
from machine learning, statistics and database systems. It is one-step in the process known as knowledge
discovery in structured data. A concrete implementation of the methodologies of the two fields will form
a crucial part of the MAGNETO platform. Relevant techniques, like part-of-speech tagging, shallow
parsing, cluster analysis, anomaly detection and association rule mining, will be used to automatically
analyse the large quantities of structured and unstructured data to extract previously unknown,
interesting patterns such as groups of data records, unusual records, and dependencies between the data
records.
This chapter describes the module “Text & Data mining” with its interface “Heterogenous Data Analysis”
(I.3) in Chapter 4.2 of D2.2 “System Architecture, Data Modelling and Interfaces”, and is organized as
follows. Section 4.1 describes the text mining module and possible techniques used in MAGNETO. Section
4.2 focuses on the data mining module while Section 4.3 concentrates on text retrieval for textual data.
At last, Section 4.4 contains the implementation of the automatic translation module. Finally, we note
that the training of various machine learning models is data driven. Hence, it cannot be overstated that
training data from the various use cases is indispensable.

4.1

Text Mining Module

An ongoing investigation produces vast amounts of textual data, some of which is composed in natural
language with all its vagueness and ambiguity. In general, the data originates from many different sources
and is therefore at least weakly structured but most likely unstructured. The purpose of the text mining
module is to provide the methods and algorithms for retrieving high-quality information from these
textual data, which then can be incorporated into the MAGNETO knowledge database.
4.1.1 Problem Definition
A core problem in deriving information from textual data is the identification of information fragments.
Information fragments in this context are basic concepts as names, locations, organizations, time
specification, but also relations between the former. In order to extract these fragments from the data,
linguistic analysis of the textual data is necessary, which then clarifies the meaning of a given word in the
context of the textual data.
4.1.2 Application to the MAGNETO use cases
The fundamental task of text mining, i.e. the retrieval of information of textual data, has possible
applications in every use case. For instance, the mining of confiscated emails, documents confiscated
during house-searches, and transcribed telecom/audio data is a possible application of this module in UC1
and UC5.
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4.1.3 Approach and configuration used for MAGNETO
The basic linguistic analysis includes e.g. part-of-speech tagging, semantic role labelling (shallow parsing)
and named entity recognition, to name just a few. All these rely on theoretical models, which are
introduced in the remainder of this section. The result of the processing is an annotated document from
which the relevant information can be extracted in form of a conceptual graph of pre-processed forensic
information. At last, the information contained in the conceptual graph needs
to be incorporated into MAGNETOs common representational model.
In the late 80’s to the mid 90’s of the last century the rule-based natural
language processing (NLP) was replaced by the more versatile statistical NLP,
which is based on algorithms from machine learning. However, the main idea
has remained the same: classify word sequences and words with class tags, see
Figure 20. This can be called the main task of classical NLP. One hopes that the
granular insight about the role every word plays in a sentence, allows the
automatic retrieval of the information contained in the sentence. We describe Figure 20: (Wikipedia.org)
statistical models dealing with this task in detail in Section 4.1.3.1. In the last
decade a new approach using deep neural networks has been developed. This method does not
concentrate on the role every word plays in a sentence but instead tries to retrieve the meaning of text
data by automatically learning the features through a data driven methodology. Section 4.1.3.3 contains
an introduction.
4.1.3.1 Probabilistic Graphical Models (PGM)
PGMs decode the dependence of a set of random variables by using directed or undirected graphs. A
graph 𝐺 = ( 𝑉, 𝐸), where 𝑉 = {𝑋𝑖 } denotes the set of vertices and 𝐸 = {(𝑋𝑖 , 𝑋𝑗 )|𝑖 ≠ 𝑗} the set of edges,
represents a PGM in the following way: Every vertex represents a random variable and the edges in the
graph visualize the dependence of these random variables. For a more rigorous theoretical treatment of
the subject, the reader is referred to Cohn20.
The joint distribution of the involved random variables, i.e. of the vector 𝑋 = (𝑋𝑖 ), will be denoted by
𝑃(𝑋). Since we are decoding the dependence of the random variables in the graph structure, which will
be learned from observations, we denote the dependence on the observations 𝑜 by writing 𝑃(𝑋 𝐺 , 𝑜),
where the superscript 𝐺 indicates the fact that the correlations are encoded in the graph structure. The
estimation of the edges in the graph can be done by the classical maximum-likelihood method. This means
that we are searching for an edge arrangement, which produces the observed data with the highest
probability, in formula
𝐸 ∗ = 𝑎𝑟𝑔𝑚𝑎𝑥𝐸 𝑃(𝑋 𝐺 , 𝑜),
where 𝑜 denotes the set of observations. In the following we describe some explicit models using PGMs.

20

T. Cohn, “Scaling conditional random fields for natural language processing”, 2007.

H2020-SEC-12-FCT-2017-786629 MAGNETO Project

Page 41 of 77

D3.1 Multimedia Pre-processing, Indexing and Mining Tools
A Bayesian network is a directed acyclic graph, where the edges are interpreted as conditional
probabilities. The joint distribution can be written as
𝑃(𝑋1 , … , 𝑋𝑁 ) = ∏𝑁
𝑖=1 𝑃(𝑋𝑖 |𝑋𝜋𝑖 ),
where 𝜋𝑖 denotes the set of parent nodes of node 𝑋𝑖 . In general, determining the joint distribution
according to the maximum-likelihood method is computationally intensive since the complexity is of
exponential type. In a practical solution the implementation of the Bayes Ball algorithm reduces the
complexity by identifying vertices which are mutually independent.
Person

End of sentence

Organization

Start of sentence

Other
Figure 21: Pictorial representation of the Nymble model.

The introduction of more assumptions on the model yields more specific, well-studied graphical models.
As an example, the Hidden Markov Model (HMM) shall be mentioned here, which has applications in
part-of-speech tagging. In the HMM the random variables (𝑋𝑖 ) are assumed to be a Markov process and
moreover not all of the random variables are observed necessarily, those are then called hidden states.
One specific example for this class is the Nymble model21 depicted in Figure 22, where the classification
of a word in the input is only based on the previous word. Like most Markov models the HMM suffers
from the so called Label Bias problem, which describes the problem that a Markov process does not
depend on future states by its very nature. The class of PGMs we present in the following avoids this
problem.
The Conditional Random Field model is mentioned here as a prominent example of undirected PGMs.

Figure 22: Conditional random field with hidden states s_1,…,s_n depending on all states o_1,…,o_n. (Cohn 2007)

This time the joint distribution is given by
1

𝑃(𝑋|𝑜) = 𝑍(𝑜) ∏ 𝑐∈𝐶2𝜓𝑐 (𝑋𝑐 |𝑜),
where 𝐶 is the set of all cliques contained in the underlying graph and the positive functions 𝜓𝑐 (⋅) are
called clique potentials. We recall from graph theory that a clique is a complete subgraph. The constant
21

D.M. Bikel et al., “Nymble: a high-performance learning name-finder”, 1997.
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𝑍(𝑜) is a normalization constant to ensure that the left side of the equation is indeed a distribution, i.e. it
sums up to 1. This equation can be rewritten into the form
𝑃(𝑋|𝑜) =

1
exp(∑𝑘 𝜆𝑘 𝐹𝑘 (X, 𝑜)),
𝑍(𝑜)

where 𝐹𝑘 (𝑋, 𝑜) = ∑𝑐∈𝐶 𝑓𝑘 (𝑋𝑐 , 𝑜, 𝑐) is given by an aggregated feature over all cliques weighted by the
observations and the cliques itself. In general, the features 𝑓𝑘 (⋅) are real-valued functions. In natural
language processing, however, it turned out to be useful to choose them as indicator functions, i.e.
functions that attain the values 0 or 1. The constants 𝜆𝑘 are parameters, which need to be learned from
the data.
4.1.3.2 From words to numbers
Many algorithms from machine learning need real numbers as input parameters. Hence, a naturally arising
problem in text mining is the embedding of text into numbers or vectors. The methodology dealing with
this kind of problem is called word embedding. It aims at providing a representation of a given text in a
low dimensional vector space, avoiding the high dimensional vector space representation, which
associates with every word one dimension.
Models with specially trained neural networks, see Section 4.1.3.3 for an introduction to neural networks,
working on the task of word embedding are for instance word2vec, developed by a team of researchers
led by Tomas Mikolov at Google, and GloVe, an open source project developed at the Stanford University.
4.1.3.3 Deep Neural Networks
The basic idea of neural networks is to use linear models of the inputs as derived features, and then model
the target as a nonlinear function, with the so-called activation function, of these features. If this
procedure is repeatedly applied in several layers the resulting neural network is called a deep neural
network.
We begin with introducing a single hidden layer back-propagation network also known as the “vanilla”
neural network. It is based on the so-called linear threshold unit (LTU), see Figure 23, which first uses a
𝑋1

𝛼1

𝑋2

𝛼2

𝑋3

𝛼3

Σ

𝜎

Y

Figure 23: Schematic representation of a linear threshold unit (LTU).

linear model on the input parameters 𝑋 = (𝑋𝑖 ) and then applies an activation function 𝜎(⋅). In formulas
we have for the output 𝑌
𝑌 = 𝜎(𝛼0 + (𝛼1 , … , 𝛼𝑛 )𝑇 𝑋),
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where the activation function is a real valued function attaining the values 0 and 1 and thereby
thresholding the linear model of the input variables. It turns out that in practice an activation function
satisfying certain conditions such as differentiability is more tractable and therefore the sigmoid, i.e.
𝜎(𝑥) ≔

1
,
1+𝑒 −𝑥

is a prominent choice. The vanilla neural network is now given by the use of several LTUs,
LTU
𝑋1
𝑋2
𝑋3

LTU

Σ

𝑔

𝑌1

LTU

Σ

𝑔

𝑌2

LTU
Figure 24: Schematic representation of the vanilla neural network.

a subsequent linear model and a final transformations of the outputs using a softmax function 𝑔(⋅), as is
depicted in Figure 24. Introducing the notation 𝑍𝑚 for the hidden units, the vanilla neural net is thus
described by the formulas
𝑇
𝑍𝑚 = 𝜎(𝛼0𝑚 + 𝛼𝑚
𝑋),

𝑚 = 1, … , 𝑀,

𝑇𝑘 = 𝛽0𝑘 + 𝛽𝑘𝑇 𝑍,

𝑘 = 1, … , 𝐾,

𝑌𝑘 = 𝑔𝑘 (𝑇),

𝑘 = 1, … , 𝐾,

where the softmax function is given by 𝑔𝑘 (𝑇) ≔ 𝑒 𝑇𝑘 /∑𝑒 𝑇𝑙 . A neural network is called deep neural
network if there are several layers of LTU units.
The parameters we have to fit to the observed data are 𝛼0𝑚 , 𝛼𝑚 , 𝛽0𝑘 , 𝛽𝑚 . The first method developed for
fitting is the so-called back-propagation algorithm or sometimes also called the delta rule. Since this
algorithm can be very slow, better approaches include conjugate gradients and variable metric methods,
see Hastie et al.22 and the references therein. At last, we mention the method of weight decay to deal
with the issue of overfitting. By this we understand the addition of the summed squares of the parameters
to the error function. This prevents the “explosion” of the parameters and therefore prefers small values
in the fitting process, which usually leads to improved predictions.
In deep neural networks there is a vast degree of freedom in connecting the LTU-units in the different
layers, which naturally yields many different architectures. For instance, widely used models include the
convolutional neural networks, long short-term memory (especially relevant for NLP) as a special case of
recurrent neural networks, and recursive neural networks, to name the most prominent. A thorough
introduction is contained in Patterson et al23.

22
23

T. Hastie et al, “The elements of statistical learning”, 2017.
J. Patterson et al, “Deep Learning: A Practitioner’s Approach”, 2017.
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4.1.3.4 Abstract Meaning Representation
Abstract Meaning Representation24 is a technique trying to capture the meaning of a sentence in natural
language. The goal is to represent the meaning with a rooted, directed, acyclic graph with labels on edges
(relations) and leaves (concepts). Different parsers for AMR graphs are available, which perform
traditional tasks such as named entity recognition, semantic role labeling and word sense disambiguation
by using the described techniques from the previous sections.
An example of an AMR graph for the sentence “About 14,000 people fled their homes at the weekend
after a local tsunami warning was issued.” is given by the following:

Figure 25: An example AMR graph.

4.1.3.5 Frameworks
For the implementation of the techniques described in Section 4.1.3 it is possible to choose from various
open source platforms. For instance, the GATE25 (General architecture for text engineering) Java suite is a
framework developed at the University of Sheffield since 1995, which can be used for many natural
language processing tasks. It is licensed under the LGPL and comes with a GUI called GATE Developer
which provides a graphical tool for the creation, measurement and maintenance of software pipelines for
natural language processing. More important for the MAGNETO project is the product called GATE
Embedded which is an object-oriented framework implemented in Java. It is open source and allows for
the embedding of the language processing functionality in applications, e.g. the MAGNETO platform.

24
25

L. Banarescu et al., "Abstract Meaning Representation for Sembanking", 2013.
H. Cunningham et al, “GATE: an Architecture for Development of Robust HLT Applications”, 2002.
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Another widespread framework is the so-called Stanford CoreNLP developed by the Stanford Natural
Language Processing Group, licensed under the GPL. It provides a wide range of the tools and algorithms
used in NLP, which are accessible through a well-documented Java API.
Other frameworks which may be useful for the MAGNETO project are the Apache openNLP library, which
again uses machine learning algorithms for the processing of natural language, and Deeplearning4j, which
is a deep learning programming library for Java, implementing for instance the models word2vec, doc2vec
and GloVe. End-to-end solutions that directly produce Abstract Meaning Representation (AMR) Graphs,
which are a semantic formalism to encode the meaning of natural language, from given text include
JAMR26, Neural AMR27, CAMR28 and AMREager29.
As the above mentioned frameworks are all using Java, we at last name the Python based software library
spaCy. It is licensed under the MIT license and offers all basic algorithms for natural language processing.
4.1.4 Performance Evaluation
Performance evaluation in an information retrieval scenario is usually done by a real valued function
𝑝(𝑌, 𝑓(𝑋)), depending on the system output 𝑓(𝑋), where 𝑋 denotes the input data, and the correct
output 𝑌. In the following we introduce three widely used measures called precision, recall and F1-score.
An overview about the plethora of theoretically available measures is given in Song et al30.
In the context of classification problems, the output in form of labels can be categorized using type 1 and
type 2 errors from statistical hypothesis testing, see Table 6: Contingency table of a classification task.6.
True condition

Predicted
condition

Total population

Positive

Negative

Positive

True positive

False positive

Negative

False negative

True negative

Table 6: Contingency table of a classification task.

The precision, also known as positive predictive value, is then defined by
#𝑇𝑟𝑢𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠

𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 = #𝑇𝑟𝑢𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠+#𝐹𝑎𝑙𝑠𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠 ,
that is as the fraction given by the number of true positives over the number of all positives. It follows
directly from the definition that the precision attains values in the interval [0,1], where the value 1

26

J. Flanigan et al., “A discriminative graph based parser for the abstract meaning representation”, 2014.
I. Konstas et al., "Neural amr: Sequence-to-sequence models for parsing and generation", 2017.
28
C. Wang et al., „Boosting transition-based AMR parsing with refined actions and auxiliary analyzers.”, 2015.
29
M. Damonte et al., “An Incremental Parser for Abstract Meaning Representation”, 2017.
30
M. Song et al, “Handbook of Research on Text and Web Mining Technologies”, 2009.
27
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corresponds to the case in which there are no false positives – the optimal scenario. The recall, also known
as sensitivity, is defined by
#𝑇𝑟𝑢𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠

𝑟𝑒𝑐𝑎𝑙𝑙 = #𝑇𝑟𝑢𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠+#𝐹𝑎𝑙𝑠𝑒 𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒𝑠 ,
that is as the fraction of the number of true positives over the sum of the number of the true positives
and the number of false negatives. Like the precision, recall is attaining values between 0 and 1, where 1
corresponds this time to the case in which there are no false negatives. Precision is a measure of quality,
and therefore a measure for how many correct classifications where performed in contrast to wrong ones.
Whereas recall is a measure of quantity, meaning that it measures how many objects of a relevant class
are classified correctly. The F1-score is the harmonic mean of the precision and recall, in formulas
𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛⋅𝑟𝑒𝑐𝑎𝑙𝑙

𝐹1 = 2 ⋅ 𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛+𝑟𝑒𝑐𝑎𝑙𝑙.
Thus, it realizes values between 0 and 1, where the best value is 1, which is attained if and only if
𝑝𝑟𝑒𝑐𝑖𝑠𝑠𝑖𝑜𝑛 = 𝑟𝑒𝑐𝑎𝑙𝑙 = 1.
For the MAGNETO platform an end-to-end solution, like AMR graphs, seems to be a more suitable
solution. Performance in their case is commonly measured with the so-called SMATCH score, which
compares the candidate graph with the gold graph by finding the best alignments between the variable
names and then computes the precision, recall and F1-score of the concepts and relations. A comparison
of different AMR parser is presented in Table 7. Moreover, the scores presented there illustrate the
current state-of-the-art of information extraction in text mining and we note that this problem has not
been solved yet.

Table 7: Mean SMATCH-score of different AMR Parser evaluated on the LDC dataset and The Little Prince dataset. Source:
Schenkel31

31

P. Schenkel, “Untersuchung von maschinellen Lernansätzen im Bereich Textverstehen“, Bachelor Thesis KIT, 2018.
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4.2

Data Mining Module

Methods from machine learning are applied to analyse large quantities of structured data. The goal is to
find interesting patterns, unusual data and dependencies.
4.2.1 Problem Definition
In ongoing investigations, the LEAs are confronted with a huge amount of data. The search for structure
and information in these data exceeds the capabilities of a human investigator by far and creates the
demand for an automated processing chain.
4.2.2 Application to the MAGNETO use cases
Use Case 2 (Economic organized crime - Corruption detection) as well as Use Case 4 (Parallel illegal
economic circuits of organized crime) benefit from mining the information in documents regarding the
transfer of property, Call Data Records (CDR) and Financial Data Records (FDR). Moreover, detecting
patterns in telecom meta-data might add insight to an investigation of every use case.
4.2.3 Approach and configuration used for MAGNETO
In this section, we outline the different techniques relevant for the implementation of the data mining
process in the MAGNETO platform. We give an introduction to cluster analysis and the K-mean cluster
algorithm, explain the idea of anomaly analysis, and discuss the technique named association rule mining
including one possible algorithm. At last, we briefly mention possible frameworks, which can be used for
the implementation.
4.2.3.1 Cluster Analysis
Cluster analysis, also known as data segmentation, has manifold applications. The common denominator
is always the segmentation of a set of given objects into subsets, or so-called clusters, so that the objects
in a cluster are closer to one another than to objects assigned to a different cluster. Closer has to be
understood in an abstract way and can also mean that objects in one cluster share a specific property that
objects in other clusters do not. There is a plethora of cluster algorithms, but none is universally
applicable. Therefore, a good understanding of the data at hand is indispensable. We content ourselves
with describing the most popular cluster algorithm in this section. In any case, these algorithms heavily
rely on the choice of the distance or dissimilarity measure between the objects, which is why we discuss
possible measures first.
Most clustering algorithms expect as an input the proximity matrix 𝐷 = (𝑑𝑖𝑗 ), which is given by the
distances 𝑑𝑖𝑗 denoting the distance between object 𝑖 and object 𝑗. We note that distance does not
necessarily mean metric, since sometimes it’s not symmetric or the triangle inequality does not hold.
However, many algorithms assume that the distance satisfies the axioms for a metric. They assume
therefore that diagonal elements of the proximity matrix are zero, since every object has distance zero
from itself, that its entries are nonzero, that it is symmetric and that the triangle inequality holds. If the
1

symmetry is not satisfied, the matrix 𝐷 can be replaced by 2 (𝐷 + 𝐷 𝑇 ). If the proximity matrix is not given
a priori, one way to come up with one based on attributes is the following. Say we are given the
measurements 𝑥𝑖𝑗 for the variables 𝑖 = 1, … , 𝑝 and attributes 𝑗 = 1, … , 𝑁. We define a dissimilarity
𝑑𝑗 (𝑥𝑖𝑗 , 𝑥𝑘𝑗 ) between the variables for the 𝑗th attribute, and then the distance of object 𝑥𝑖 and 𝑥𝑘 by
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𝑑(𝑥𝑖 , 𝑥𝑘 ) = ∑𝑗 𝜆𝑗 𝑑𝑗 (𝑥𝑖𝑗 , 𝑥𝑘𝑗 ),
where the constants 𝜆𝑗 ≥ 0 can be used for weighting different attributes differently. If the
measurements are real valued a common choice for 𝑑𝑗 is the squared distance, that is
2

𝑑𝑗 (𝑥𝑖𝑗 , 𝑥𝑘𝑗 ) ≔ (𝑥𝑖𝑗 − 𝑥𝑘𝑗 ) ,
whereas for categorical values the distance for every pair needs to be defined explicitly. For this a
proximity matrix can be used and a prominent choice is given by the matrix (1 − 𝛿𝑖𝑗 ), which is given by 0
on the diagonal and 1 otherwise.
The fundamental approach of cluster algorithms can be divided into probabilistic ones, e.g. mixture
modelling and mode seeking, and combinatorial ones. In the following, we discuss combinatorial
examples. Suppose we are given a set of objects {𝑥1 , … , 𝑥𝑁 } and a set {1, … , 𝐾} of clusters, 𝐾 < 𝑁. Then
a cluster algorithm assigns to each object one class. This may be encoded in the so-called cluster
assignment, also known as encoder, 𝐶 of a cluster algorithm, which is a mapping from the set of objects
into the set of clusters. Now, one is interested in finding the encoder 𝐶 ∗ which minimizes the dissimilarities
in every cluster according to the dissimilarities 𝑑(𝑥𝑖 , 𝑥𝑘 ), given from the user in a way described before.
Theoretically, to find this encoder, one only needs to solve a minimization problem with a combinatorial
optimization algorithm. The natural loss function for the task at hand is given by
𝑊(𝐶) ≔ ∑𝐾
𝑘=1 ∑𝑖,𝑗∈𝐶 −1 ({𝑘}) 𝑑(𝑥𝑖 , 𝑥𝑗 ).
However, it turns out that minimizing this loss function is computationally very expensive and therefore
feasible only for small data sets. One solution to circumvent this problem is to use so called descent
clustering methods. The idea is to start with one encoder which gradually will be optimized in every
iteration of specific rules. But one needs to keep in mind that proceeding in that manner may only lead to
a local minimum and not necessarily to the global one.
As one of the most popular iterative descent clustering methods, we present in the following the K-means
algorithm. It is assumed that all objects are of quantitative type and the dissimilarities are given by the
2

squared Euclidean norm, i.e. 𝑑(𝑥𝑗 , 𝑥𝑘 ) ≔ |𝑥𝑖 − 𝑥𝑗 | . Then the loss function can be rewritten into
𝑊(𝐶) = ∑𝐾
𝑥𝑘 2 ,
𝑘=1 𝑁𝑘 ∑𝑖∈𝐶 −1 ({𝑘})|𝑥𝑖 − ̅̅̅|
where 𝑥̅𝑘 denotes the mean vector associated with the 𝑘th cluster and 𝑁𝑘 ≔ ∑𝑁
𝑖=1 1𝐶(𝑖)=𝑘 is the size of
cluster 𝑘. It is therefore equivalent to look for the encoder which minimizes all distances of points in the
cluster to its cluster mean over all possible clusters. The next step is to notice that for a set 𝑆 of
observations the mean can be calculated by
𝑥̅𝑆 = 𝑎𝑟𝑔𝑚𝑖𝑛𝑚 ∑𝑖∈𝑆|𝑥𝑖 − 𝑚|2 .

H2020-SEC-12-FCT-2017-786629 MAGNETO Project

Page 49 of 77

D3.1 Multimedia Pre-processing, Indexing and Mining Tools
This leads to the equivalent enlarged minimization problem
min

𝐶,𝑚1 ,…,𝑚𝑘

2
∑𝐾
𝑘=1 ∑𝑖∈𝐶 −1 ({𝑘})|𝑥𝑖 − 𝑚𝑘 | ,

which can be solved locally by the following algorithm:
1. Suppose 𝐶 is a given cluster assignment. Calculate the current cluster means for 𝐶, which can be
done by minimizing the last formula with respect to 𝑚1 , … , 𝑚𝑘 .
2. Given the set of means from step 1, new clusters are formed by assigning each observation to the
closest current cluster mean, i.e. 𝐶(𝑖) = 𝑎𝑟𝑔𝑚𝑖𝑛𝑘 |𝑥𝑖 − 𝑚𝑘 |2.
3. Repeat from step 1 until the clusters do not change.
Descriptions for other algorithms such as Nearest-Neighbours, Gaussian Mixtures as Soft K-means
Clustering, and K-medoids can be found for example in Hastie et al32.
4.2.3.2 Anomaly Detection
The task of anomaly detection, also known as outlier detection, describes the process of singling out data
points that are very different from the expected normal behaviour. These special points are called outliers
or anomalies. In the process of their detection many ideas from statistics and especially machine learning
can be reused, see Figure 26 for the use of cluster analysis. Moreover, techniques from extreme value
theory, information theory and spectral theory may be applied in the search for data points that
significantly differ from the expectation. Due to the high dependence of the utilized technique on the
nature of the examined data, we content ourselves here with mentioning the survey article and the

Figure 26: Anomaly detection in clustered data

32

T. Hastie et al, “The elements of statistical learning”, 2017.
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textbook Aggarwal33 until later in the MAGNETO project when more data is available and the relevant
techniques can be explicitly tailored to the specific use cases.
4.2.3.3 Association Rules
Association rule mining is one part of the data mining process. It originated as a popular tool for mining
commercial databases. It aims at finding joint values of the variables 𝑋 = (𝑋1 , … , 𝑋𝑝 ), which are observed
with a high frequency in the data base. In the context of commercial databases, the random variables are
assumed to be either 0 or 1 and they are interpreted as “product 𝑖 has been bought (= 1) or not (= 0)”.
In general, the goal is to find values of the random variables such that
𝑃 (𝑋 = (𝑣1 , … , 𝑣𝑝 )),
becomes relatively large. By seeing association rule mining in this framework, it can be viewed as another
incarnation of the so-called “mode finding” or “bump hunting”. A straightforward estimator for the above
probability is the fraction of all realizations of 𝑋 as (𝑣𝑖 ) over the number of all realizations. However, if
the number of variables is high all the estimators are small and this approach will not generate any insight.
As a result, the goal is altered. Instead of searching for values (𝑣𝑖 ), we are looking for regions (𝑠𝑗 ), such
that
𝑃(∩𝑖 {𝑋𝑖 ∈ 𝑠𝑖 }),
gets large. Approaches to solve this exercise are for instance given in Section 4.2.5 in Hastie et al34. If the
set of examined variables gets high, this problem is still computationally too expensive, and we assume
that, the sets 𝑠𝑖 consist of either just one element or the whole set. This leads to the standard formulation
of the market basket problem: Find a set 𝐾 ⊂ {1, … , 𝑝} such that
𝑃(⋂𝑘∈𝐾{𝑋𝑘 = 1}),
is large. We note that by introducing dummy variables the variables 𝑋𝑘 can be assumed to be 0-1 valued.
The set 𝐾 is called item set and the intersection ⋂𝑘∈𝐾{𝑋𝑘 = 1} is called conjunction. One way to estimate
the probability 𝑃(⋂𝑘∈𝐾{𝑋𝑘 = 1}) is by the fraction of observations in the database for which the
conjunction is true, i.e.
1
∑
∏
𝑥
𝑁 𝑖=1,…,𝑁 𝑘∈𝐾 𝑖𝑘

=: 𝑇(𝐾),

where 𝑥𝑖𝑘 is the value of 𝑋𝑘 in the 𝑖th observation. 𝑇(𝐾) is called the support of the item set. The first
step of association rule mining is now defined as the search for all item sets 𝐾𝑙 such that its support is
greater than a given threshold 𝑡.

33
34

C. Aggarwal, „Data Mining The Textbook“, (2015).
T. Hastie et al, “The elements of statistical learning”, 2017.
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One algorithm, which yields item sets with high support, is the so-called a priori algorithm. It exploits the
following two facts
-

The cardinality #{𝐾|𝑇(𝐾) > 𝑡} is small
For any item set 𝐿 such that 𝐿 ⊂ 𝐾, we have 𝑇(𝐿) ≥ 𝑇(𝐾)

by passing over the data in an iterative way. The first time it computes the support of all single-item sets
and discards all with low support. The second time it computes the support of all two-item sets,
considering only the leftover items from step one. The item sets with low support are again discarded
and the same idea is repeated with the three-item sets. If the threshold 𝑡 is high enough this algorithm
will terminate in reasonable time.
Finally, the high support item sets 𝐾 yields the set of association rules. We partition the set 𝐾 = 𝐴 ∪ 𝐵
into the disjoint subsets 𝐴 and 𝐵, and say
𝐴 ⇒ 𝐵.
The support 𝑇(𝐴 ⇒ 𝐵) of the rule 𝐴 ⇒ 𝐵 is defined by the support 𝑇(𝐾) of the set 𝐾 and can be
interpreted as an estimate of the probability 𝑃(𝐴 𝑎𝑛𝑑 𝐵) of simultaneously realizing both item sets in a
randomly selected market basket. The confidence 𝐶(𝐴 ⇒ 𝐵) of the rule is defined as its support over the
support 𝑇(𝐴) of 𝐴, i.e.
𝐶(𝐴 ⇒ 𝐵) ≔

𝑇(𝐴⇒𝐵)
𝑇(𝐴)

,

which can be interpreted as an estimate of 𝑃(𝐵|𝐴). The Lift 𝐿(𝐴 ⇒ 𝐵) of the rule is the confidence divided
by the expected confidence
𝐿(𝐴 ⇒ 𝐵) ≔
and is an estimate of the association measure

𝐶(𝐴⇒𝐵)
,
𝑇(𝐵)

𝑃(𝐴 𝑎𝑛𝑑 𝐵)
, which is 1 if and only if 𝐴 and 𝐵
𝑃(𝐴)𝑃(𝐵)

are stochastically

independent. We have a look at the following example:
𝐾 = {𝑑𝑖𝑎𝑝𝑒𝑟𝑠, 𝑏𝑒𝑒𝑟}, 𝐴 = {𝑑𝑖𝑎𝑝𝑒𝑟𝑠}, 𝐵 = {𝑏𝑒𝑒𝑟}, 𝑇(𝐴 ⇒ 𝐵) = 0.02, 𝐶(𝐴 ⇒ 𝐵) = 0.56.
In the example, beer and diapers are bought together in 2% of all datasets, which is indicated by the
support. The confidence shows that if diapers are bought, then 56% of the time beer was also purchased.
The rules with high confidence and high support are found by calculating the confidence for the results of
a priori algorithm. We note that in this way, we miss the rules with high confidence but low support, which
is called the rare item problem. Many more algorithms are available and Aggarwal35 contains an in-depth
treatment.

35

C. Aggarwal, „Data Mining The Textbook“, (2015).
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4.2.3.4 Frameworks
Software packages implementing the techniques described in the previous section are for instance
-

Weka36 (Waikato Environment for Knowledge Analysis), developed at the University of Waikato,
New Zealand, licensed under the GNU General Public License, written in Java, offers an API.
SMILE37 (Statistical Machine Intelligence and Learning Engine), written in Java and Scala, offers an
API.
scikit-learn38, is an open source Python library for machine learning algorithms.

4.2.4 Performance Evaluation
For clustering algorithms and anomaly detection, widespread evaluation measures are again precision,
recall and F1-score, see Section 4.1.4. To evaluate the results of clustering the interpretation of the
different positives and negatives is based on the comparison of the result 𝐶 of the cluster algorithm and
a manual clustering 𝑀. True positives are the number of pairs lying in 𝑀 and 𝐶, false positives are the
number of pairs in 𝐶 but not in 𝑀, and false negatives are the number of pairs in 𝑀 but not in 𝐶.
Besides the concepts of support, confidence and lift to evaluate an association rule, there are more
subjective measures, which cannot be defined in a quantitative manner. For instance, the unexpectedness
of a rule describes the deviation of the expected behaviour and identifies rules that are more interesting.
Another measure is the actionability, which weights an association rule according to its impact to a
profitable consequence in real life.
The methods that will be implemented in MAGNETO highly depend on the datasets provided by the LEAs.
An evaluation of the different frameworks and techniques has therefore not been conducted yet.

4.3

Text retrieval

Given a corpus of unordered text documents, the task of text retrieval (TR) can be defined as using a user
query (i.e., a description of the user's information need) to identify a subset of documents that can satisfy
the user’s information requirements39.
4.3.1 Problem Definition
Retrieval of documents in a large library of forensic texts is a basic functionality needed by services and
the users in the LEAs. Text mining services have to be supplied with a relevant corpus of documents to
extract information, for example a subset of the vast amount of OSINT data found on the internet. Users
need to filter the large corpus of documents to find the relevant documents for a specific question. The
text documents available are heterogeneous in content and structure. Therefore, the search engine
should provide full text search. The problem of full-text search is the likeliness that it retrieves many
documents that are not relevant to the intended search question. In order to further reduce the amount

36

https://www.cs.waikato.ac.nz/ml/weka/
https://haifengl.github.io/smile/
38
https://scikit-learn.org
39
ChengXiang Zhai, Sean Massung: Text Data Management and Analysis: A Practical Introduction to Information
Retrieval and Text Mining, Morgan & Claypool, 30.06.2016
37
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of hits, the search must support topical, temporal, metrics and geo-based criteria, event if not all
documents will possess the relevant information.
4.3.2 Application to the MAGNETO use cases
The module targets all use cases in which text documents are relevant. Text documents may be emails,
web pages, twitter messages, confiscated documents or chat protocols.
4.3.3 Approach and configuration used for MAGNETO
An efficient search on a huge amount of data requires the use of indices to organize the data and speed
up the search process. An index is a sorted list references to data or documents. In a relational database
structure, an index refers to a column of a database table. When organizing vast amounts of data, the
relational database model shows serious performance issues concerning the search operations that
require joins over large database tables. For unstructured data, NoSQL databases have been proven to be
more suitable and more performant. An index can be based on full text (excluding search-irrelevant words
like articles, conjunctions, so-called stop-words) or based on other meta data properties, such as author,
key words, date and geolocation. Deciding on how to index requires knowledge about the queries to be
expected.
For creating indices and performing searches on them, there are several open source solutions that have
been proven to be reliable and fast. The most common open source retrieval software library for full-text
search is Apache Lucene40, which is the basis for the two most spread search platforms: Apache Solr41 and
Elasticsearch42. Elasticsearch provides all Lucene features through the JSON, Java and REST APIs. It is a
document-oriented database solution, so it serves as a NoSQL database storing documents in the JSON
format, as a set of pairs of keys and values. The set of keys is not necessarily fixed and may differ from
document to document, ensuring flexibility to store different document types. Nevertheless, it is advisable
to agree on a set of keys to be used for a certain document type, otherwise it may be difficult to compose
a query on a corpus containing different documents. The benefits of Elasticsearch are the ability to search
for terms in big unstructured data stocks and to cope with fuzzy search queries. Further advantages of
Elasticsearch are scalability, fast performance on search queries, and support for multi-lingual documents
by using mixed-language fields.
Before performing search queries, the documents must be ingested into Elasticsearch, there are various
possibilities. i.e.:
•
•

Ingest a single document using REST-Interface: Documents have to be set up in JSON-Format and
then can be ingested via the put interface
Using Logstash, the central dataflow engine in the Elastic Stack for gathering, enriching, and
unifying all the data regardless of format or schema. The name of this engine implies the initial
purpose of ingesting log file generated by OS or other software, but in fact it is suitable for any

40

http://lucene.apache.org/
http://lucene.apache.org/solr/
42
https://www.elastic.co/
41
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•

•
•

text files that have a fixed format. There is a long list of plugins for different formats43, some of
them might be interesting for MAGNETO:
o Imap: Reads mail from an IMAP server
o Irc: Reads events from an IRC server (Chat server)
o Twitter: Reads events from the Twitter Streaming API
o Xmpp: Receives events over the XMPP/Jabber protocol (a common chat protocol)
Using a crawler integration, that is compatible with Elasticsearch, i.e. Gopa, FSCrawler,
IMAP/POP3/Mail importer:
o FS Crawler44: The File System (FS) crawler allows to index documents (PDF, Open Office…)
inside a local file system and over SSH. It supports all document formats covered by TIKA45
(HTML, Microsoft Office, Open Office, PDF) which is used to convert the document to a
plain text stream (stripping the formatting) and extract the meta data.
o GOPA crawler: an open source spider project for indexing a website
Using a Hadoop integration and connect it to a Hadoop database (Elasticsearch for Apache
Hadoop)
Using an integration into the content management system Drupal

Ingesting a document into Elasticsearch is equivalent to adding it into one or more indices. The definition
of the index used should be based on the functional concepts derived from the use cases and modelled in
the MAGENTO Common Representational Model. The index for documents describing crimes should
contains fields for:
•
•
•
•
•
•
•
•
•
•
•
•
•
•

43

44

case in which the document was obtained/created
author of the document
creator of the document (LEA department)
subject (pdf metadata field)
keywords
crime category
location of an event described
date of the document
date of the event that the document refers to
persons involved in the event
weapons involved
persons involved as suspects
persons involved as victims
terms used (full text index)

See https://www.elastic.co/guide/en/logstash/current/input-plugins.html
https://media.readthedocs.org/pdf/fscrawler/latest/fscrawler.pdf

45

The Apache Tika™ toolkit detects and extracts metadata and text from over a thousand different file types. All of
these file types can be parsed through a single interface, making Tika useful for search engine indexing, content
analysis, translation, and much more. For more information refer to https://tika.apache.org/.
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unformatted text for full text search

Query results are returned in descending order of relevance. The relevance score of each document is
represented by a positive floating-point number46. The higher the score is, the more relevant the
document is. How that score is calculated depends on the type of query clause. Different query clauses
are used for different purposes: a fuzzy query defines the score by calculating how similar the spelling of
the found word is to the original search term; a terms query calculates the percentage of terms that were
found.
4.3.4 Performance Evaluation
For assessing the performance of a search engine, typical measures are query response time, user effort,
and retrieval effectiveness. The effectiveness of retrieval is measured in terms of precision and
recall47. Precision means the ratio of retrieved relevant documents to the number of retrieved documents.
Recall means ratio of retrieved relevant documents to the total number of relevant documents in the
database. The problem of text retrieval is an empirically defined problem in the sense that there is no
objective definition of the relevance of a document regarding a specific query. As a result, measuring the
effectiveness is costly due to the high amount of human labour involved in judging relevancy, and requires
experts with competency in the topic of the query.

4.4

Automatic Language Translation

The automatic translation module allows translating texts from Italian, Polish, Romanian, Spanish or
Catalan languages (exact set of languages are subject to discussion with the consortium; depends on the
minimum data provided per language by the users) to English language in automatic mode without human
intervention. The module operates according to the on‐premises scheme. Access is provided via the HTTP
interface.
4.4.1 Problem Definition
To improve efficiency of police stations operation, special software analyzes information obtained from
various sources. The results of the analysis optimize the process of searching for evidence, thereby
reducing the labour costs of the employees. System’s algorithms are configured for English language, while
the information comes in different languages. The lack of an English version of the texts significantly slows
down the investigation process.
A typical human translation is an expensive and long process. Nowadays, the volumes of the information
increase several times a year, and the use of human translation might create a bottleneck in the
effectiveness of organizations. It mostly affects those organizations that process large amounts of
information. Precious minutes are spent to translate even small amount of texts. If the text volume ramps
up to hundreds or thousands of words, it becomes nearly impossible to use human translation.

46

https://www.elastic.co/guide/en/elasticsearch/guide/current/relevance-intro.html

47

Hull, D. (1993). Using statistical testing in the evaluation of retrieval experiments. In Proceedings of the ACM SIGIR
conference, vol. 16 (pp. 329–338)
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The majority of machine translation solutions available on the market is cloud based or have licensing
limitations. In both cases, they are impossible for use in the MAGNETO since it requires no severe licensing
limitations and on‐the‐premise installation with no external connection to the internet. Therefore, the
preferred approach is training a proprietary engine based on the open‐source code technology. Main task
of the automatic translation module is to ensure instantaneous translation of the texts of any volume, thus
providing the analytical system with the information necessary for analysis.
Further developments (after implementation of MAGNETO) for the automatic translations module might
include:
•

Additional machine translation engines training based on the newly acquired text arrays and
terminology databases.

•

Improvements for better interaction of the automatic translations module and search modules
within the MAGNETO.

•

Adding the capability for professional human translation of the relevant part of the texts. Texts,
considered a relevant evidence in the investigation, are a good example when it is better to rely
on human translation.

4.4.2 Application to the MAGNETO use cases
Under MAGNETO, the automatic translation module generates a translation, which is then used in two
ways:
1. The translated text is analysed by the system for all MAGNETO use cases.
2. In case the clues are found that allow proceeding the investigation, the translated text is then
viewed in manual mode. At that time, the translated text is viewed along with the original.
4.4.3 Approach and configuration used for MAGNETO
The idea behind statistical machine translation comes from information theory. A document is translated
according to the probability distribution that a string e in the target language (for example, English) is the
translation of a string f in the source language (for example, French). The translation model is the
probability that the source string is the translation of the target string, and the language model is the
probability of seeing that target language string. This splits the problem into two smaller ones. Finding the
best translation is done by picking up the one that gives the highest probability.
The probability weightings provide the framework for a table that associates a real number between zero
and one with every possible pairing of a source and target language string. The number of possible
permutations is incredibly large, so the table will be enormous and require a powerful computer to quickly
and accurately produce translations. The translation engine integrates the three following computational
challenges:
•

Language model probability. Conditional on whether one, two, three or more words tend to
follow or precede a certain word. The larger the corpus, the more accurate the estimates will be.
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•

•

Translation model probability. Based on fertility (number of words generated from a source
word), distortion (predicts the target word’s position), and translation probabilities (number of
phrases or sentences likely to be produced).
Search method that maximizes the quality of the translated product. A decoder for phrase-based,
hierarchical and syntax-based translation

The machine translation module will be built based on the MOSES/OpenNMT48 engine or any other system
that fits the project requirements.
•
•
•
•
•
•

Supported languages: Italian, Polish, Romanian, Spanish, German or Catalan, Portuguese
Engine deployment: locally on client servers
Server configuration: 4+ cores, 128+ GB of RAM.
License: unlimited use
Target translation language: English
Main subjects: general, crime investigation

The number of parallel texts loaded into the engine starts at 1,000,000 bilingual segments per language
pair.
4.4.4 Performance Evaluation
Machine translation (MT) supports multi‐threaded operation, enabling faster decoding on multi‐core
machines. The MT applications are memory‐dependent (require significant amounts of RAM).
To train a translation system we use the parallel data (text translated into two different languages) which
is aligned at the sentence level. The training process is performed using the tools and utilities of the system
of choice. To prepare the data for training the translation system, we have to perform the following steps:
•
•
•

tokenisation: This means that spaces have to be inserted between (e.g.) words and punctuation.
truecasing: The initial words in each sentence are converted to their most probable casing. This
helps reduce data sparsity.
cleaning: Long sentences and empty sentences are removed as they can cause problems with the
training pipeline, and obviously mis-aligned sentences are removed.

The language model used to ensure fluent output is built with the target language, so we will be using
English as the output language. Then we perform the training of the translation system and its subsequent
tuning. Tuning requires a small amount of parallel data, separate from the training data. Quality
evaluations of the trained engine are performed using synthetics metrics like Bilingual Evaluation
Understudy (BLEU) and are used only for judging which of the dataset configurations used provide better
engine output. The performance of the automatic language translation module as the component of the
MAGNETO is based on the overall MAGNETO performance indicators (like evidence search and precision).

48

http://opennmt.net/
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5. Big Data Framework
Big Data Framework is the keystone of all data processing, storage and serving functionalities of
MAGNETO. It is a module specifically designed and engineered for MAGNETO based on state of the art
Open Source software that combines itself different modules in order to be able to cover all range of
needs in MAGNETO.
When analysing MAGNETO needs and requirements to be able to provide service to a large diversity of
situations and modules interacting between each other, we have found that there is currently not a single
product that is able to fulfil project’s expectations. For this reason, we have analysed standalone
databases with lightweight interfaces (like Cassandra, MongoDB, CouchDB, etc.) and full big data
frameworks (like Hortonworks or Cloudera). Finally, delivering a customized approach has been followed,
after studying and comparing the performance and capabilities for the best data frameworks in the
market and also the different implementations made by data intensive companies in Internet, like
Facebook, Netflix or LinkedIn, which regularly publish advances and new architectures in this area, and
from which most of nowadays available open software derives from.

5.1

MAGNETO Big Data Framework (MBDF)

The MBDF module will be composed of four different layers, three of them devoted to the different needs
of data acquisition, storage and processing and a fourth one that will provide management, security and
operations continuity:
•

•

•

Data Acquisition: This module will be implemented based mainly on Apache Kafka stream
processing platform. It will also include specific tools and configurations for the interoperability
and semi-automated migration and extraction from legacy systems (Apache Scoop, Apache
Flume). Depending on further analysis at the implementation phase, a HAProxy/NGINX/Tornado
load balancer may be added at the top to the data acquisition layer.
Data Storage: This module will provide the MAGNETO storage capabilities for all the project
different needs, not only for data storage but also for configuration and other related Knowledge
databases. At present moment three different databases systems are foreseen, Cassandra49 as
main database for real-time transactional operations, MongoDB50 for specific use cases
(geolocated, prototyping, etc) and HDFS for data lake storage and batch processing. In order to
provide a federated access, Metacat service will be used. In addition, and for compatibility/direct
integration of legacy SW, a PostgreSQL51 RDBMS will be also included.
Data processing layer, mainly based in Apache Spark52, will provide functionalities such as realtime stream processing (using Spark streaming) and Elasticearch53 search engine. Depending on

49

http://cassandra.apache.org/
https://www.mongodb.com/
51
https://www.postgresql.org/
52
https://spark.apache.org/
53
https://www.elastic.co/
50
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•

the finally implemented architecture other smaller modules will be also included (Apache Flink54,
Storm55, or Kylin56)
Data management: Will be in charge of ensuring the correct operation of all MBDF and will be
mainly based on Apache Mesos 57, Apache Zookeeper58, and other security tools such as Apache
Metron59 or Sentry60.

As aforesaid, MBDF will be based on three interoperable database systems for big data storage, each of
them covering a different use case and offering compatible functionalities:
•

•

•

Cassandra: It is currently the state of the art in Big Data framework databases, a column-oriented
NoSQL database without a single point of failure (different from MongoDB, HDFS) that also scales
extremely well. However, it does not cover well the cases when there is undefinition in the type
of data to be processed and also processing for geolocated data it is not provided natively. It
should be nevertheless the database system to be used with write intensive applications.
MongoDB: Similarly to Cassandra, it is a very well mature and functional NoSQL database. It is the
choice for smaller workload (performs slightly better than Cassandra in this case) and when the
type and features of data have not been predefined in advance (needed for Cassandra). MongoDB
is a JSON document-based databases system that as well as Cassandra integrates seamlessly with
Hadoop.
HDFS: Hadoop file system will cover the need of the “data lake” for MBDF, adequate for storage
of petabytes of information and batch processing. However, it does not provide the lighting speed
of the above. Appropriate for longer storage of information (cases going cold) and for batch
analysis of data.

Hadoop is the obvious choice for storage of all types of data, specially video and images, for which neither
Cassandra nor MongoDB are best suited. However, latency is high and thus the need to provide additional
storage configurations like Cassandra and MongoDB. It is to be said that this approach should well work
with any final design of MAGNETO architecture, either based on Enterprise buses or Microservices, since
MBDF will be offered as a modular box with a set of defined APIs/Interfaces for interacting with the
different components.
The objective of the above design of MBGF is to be able to cater for all MAGNETO project needs no matter
if they are high-volume real-time situational awareness analysis or batch-oriented analytical solutions for
analysis of cases over a span of time. Finally, and as introduced above, MAGNETO will also include
PostgreSQL database:

54

https://flink.apache.org/
http://storm.apache.org/
56
http://kylin.apache.org/
57
http://mesos.apache.org/
58
https://zookeeper.apache.org/
59
http://metron.apache.org/
60
https://sentry.apache.org/
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PostgreSQL is a relational database with strong transaction guarantees and although it can also
scale beyond a single node (Posgres-XL), for storing Peta Bytes of data as expressed in the needs
of MAGNETO, NoSQL databases are a much better choice. However, PostgreSQL will play a
supporting role for other processes and uses of MAGNETO, and be accessed in a federated way
like the above.

5.1.1 Problem Definition
The big data Framework module in MAGNETO addresses the following project needs:
•
•
•
•
•

Providing storage for large amounts of data (potentially over petabytes);
Storing this data in a format and accessibility that provides support to the rest of the tools and
third party external tools;
Providing the system backbone for data storage, not only for the cases but for the rest of the
modules configuration, and monitoring capabilities/storage for the overall MAGNETO framework;
Ensuring the Consistency, Availably and Partition tolerance of stored data in best possible way for
each different need (CAP problem, and thus the reason that different set of databases are used).
Potentially providing computing capabilities for the rest of the modules for big data analysis and
queries.

Moreover, the design should address the end user’s expressed needs in terms of high availability of
results, consistency, real time multiple access and reasonable time answer.
5.1.2 Application to the MAGNETO use cases
The three main applications of big data framework are foreseen in MAGNETO:
•
•
•

Stream processing: for real time storage/processing of data (mainly related to events), providing
real time situational awareness and alerts.
Batch processing: for processing of new and historical data in order to identify relevant
correlations among events/datasets applying the map-reduce (or similar) paradigm processing.
System configuration storage, logs analytics and overall performance analysis of MAGNETO
framework.

For example, for the five foreseen MAGNETO use cases the following needs will be addressed as subset
of the above general use cases:
•

Use Case 1: Crime against persons & property – Prevention & investigation of bombing attacks
& riots
The module will provide support/cater for:
o Collection of data;
o Analysis and correlation of the information;
o Processing and verification of hypotheses;
o Advanced searching and meaningful, multimodal presentation of the results.

•

Use Case 2: Economic organized crime – Corruption detection
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The module will address:
o Reduced processing time through seamless heterogeneous data integration.
o A common information ingest mode associated with visualization and summarization
methods.
o The extraction of relevant information and generation of case-related knowledge, as well as
of hidden relationships
o and correlation between the different pieces of information.
o The generation of cross-case knowledge networks and their visualization for easy navigation.
o A common information space/knowledge base and easy secure access to it via intuitive HMIs
and a portal.
o Improved innovative processes and procedures, allowing more efficient handling of cases.
•

Use Case 3: Prevention and investigation of terrorist attacks
The module will address:
o full source-merging capability allowing cross searches, despite possible obstacles such as
data volumes, heterogeneous formats, multilingualism, and alphabets (Latin, Cyrillic, Arabic,
Korean, Chinese ideograms, etc.)

•

Use Case 4: Parallel illegal economic circuits of organized crime
The module will address:
o Intelligent management, exploitation and correlation of the data that are accessible by the
LEA. The main functions that will support the Police in their fight against illegal trade will
include correlation of available data and extraction (from these data) of pattern confirming
suspicions and indicating that a crime has indeed been committed (or is in progress).

•

Use Case 5: Identity crime
The module will address:
o the increase of data sharing in order to exploit data matching, machine learning, device
recognition, data analytics, and audio and behavioral analytics.

5.1.3 Approach and configuration used for MAGNETO
The delivery of the Big Data framework will be provided in a single-deployment module. For this it is highly
probable that in order to avoid customization needs it will be delivered like a bundle for Virtual Machines
(VMs) in order to be able to escalate over a cluster of nodes. Details may be found in deliverable D2.2 61
(System Architecture, Data Modelling and Interfaces) as well as deliverable D2.3 (Refined System
Architecture and Representation Model) which is expected to be delivered in month 14.

61

Magneto, „Deliverable D2.2: System Architecture, Data Modelling and Interfaces,“ 2018
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5.1.3.1 MBDF Data Acquisition Layer
Apache Kafka
Its core component is Apache Kafka62, an open source message-broker middleware, which relies on
Apache ZooKeeper, both being maintained by the Apache Software Foundation63, while it originated at
LinkedIn64 in 2011. Apache Kafka is designed for high-volume publish-subscribe messages and streams,
meant to be durable, fast and scalable. At its essence Kafka provides a durable message store, similar to
a log, run in a server cluster, that stores records in categories called topics. In fact, Apache claims that “a
single Kafka broker can handle hundreds of megabytes of reads and writes per second from thousands
of clients”. In essence it provides a durable message store, that stores streams of records in categories
called topics. In the figure bellow it can be appreciated overall Apache Kafka architecture:

Figure 27: Apache Kafka architecture

Every received message consists of a key, a value and a timestamp. Differently to RabbitMQ, Kafka uses a
dumb broker and requires from consumers a certain amount of intelligence in order to consume its
addressed messages: Kafka retains all messages for a set amount of time and consumers are responsible
to track their location in each log. Apache Kafka requires of additional services (Apache Zookeeper which
is not trivial to set up/configure) in order to be able to run. What is relevant is that Apache Kafka can
support a large number of consumers and retain large amounts of data with little overhead.
One of the special features of Apache Kafka Is that it writes down all the messages to the disk as soon as
it receives them: provided that the primary broker received the message, it should not be possible for it
to get lost, even if there is an important failure at the broker. Moreover, brokers can have replicas, and a
62

https://kafka.apache.org/
https://www.apache.org/
64
https://www.linkedin.com/
63
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message can be optionally considered as enqueued only once it has also been replicated to all the replicas
in the group. This persistence-by-design architecture provides the maximal security level one could expect
against software crashes and is of special value in MAGNETO. In addition to that, Apache Kafka has
recently added Kafka Streams which positions itself as an alternative to streaming platforms such as
Apache Spark, Apache Flink, Apache Beam65/Google Cloud Data Flow and Spring Cloud Data Flow. During
the MBDF implementation it will be studied if Kafka Streams or Spark Stream is more adequate for realtime processing of data.
Some of the messaging scenarios that are best for Kafka are for example:
•
•

•
•

Stream from A to B without complex routing, with maximal throughput (100k/sec+), delivered in
partitioned order at least once.
When an application needs access to stream history, delivered in partitioned order at least
once. Kafka is a durable message store and clients can get a “replay” of the event stream on
demand, as opposed to more traditional message brokers where once a message has been
delivered, it is removed from the queue.
Stream Processing
Event Sourcing

Apache Kafka has also taken significant steps in microservices architecture paradigm, and while it only
ships a Java client, there is a growing catalogue of community open source clients, ecosystem projects,
and well as an adapter SDK allowing building a customized system integration. Much of the configuration
is done via .properties files or programmatically. Although synchronous request-response calls are
required when the requester expects an immediate response, integration patterns based on eventing and
asynchronous messaging provide maximum scalability and resiliency. Some of the world's most scalable
architectures such as LinkedIn and Netflix are based on event-driven, asynchronous messaging. As an
inconvenience, Apache Kafka requires not a negligible work to set it up and run. Apache Kafka is
programmed in Scala and thus requires it to work. A Java Virtual Machine (JVM) is also required.
Other tools that will be available at the data capture layer, to be used on the convenience for the different
applications will be:
Apache Flume
https://flume.apache.org/
Apache Flume66 is a distributed, reliable, and available system for efficiently collecting, aggregating and
moving large amounts of log data from many different sources to a centralized data store. The use of
Apache Flume is not only restricted to log data aggregation. Since data sources are customizable, Flume
can be used to transport massive quantities of event data including but not limited to network traffic data,
social-media-generated data, email messages and pretty much any data source possible

65
66

https://beam.apache.org/
https://kafka.apache.org/
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Apache Sqoop
Similarly to Apache flume, Sqoop67 is used to transfer data, but in this case between Apache Hadoop and
structured datastores and relational databases (like Cassandra and MongoDB also used in MBDF). The
major difference between Sqoop and Flume is that Sqoop is used for loading data from relational
databases into HDFS while Flume is used to capture a stream of moving data.
Finally, a proxy/load balancer/persistent connection server will be added at the top of the Data Acquisition
Layer, based on HAProxy, NGINX and Tornado servers.
5.1.3.2 MBDF Data Storage Layer
The key modules of the MBDF Data Storage Layer are:
Metacat
Metacat68 is a federated service providing a unified REST/Thrift interface to access metadata of various
data stores (in our case Cassandra, Hadoop and HDFS). It is important to notice that Metacat does not
materialize the storage itself, the respective metadata sores are still the source of truth for the schema
metadata. Metacat also publishes all the information about the datasets to Elasticsearch for full-text
search and discovery. So, the primary purpose of Metacat is to give a place to describe the data so that
we can fully use it in MAGNETO. In a nutshell Metacat provides solution to three problems:
•
•
•

Federated view of all metadata systems (Cassandra, Mongo, HDFS);
Metadata discovery
Arbitrary metadata storage about datasets.

Apache Cassandra
Apache Cassandra69 is currently the leading NoSQL distributed database management system, driving
many of Internet business applications and offering a good balance in continuous availability, high
scalability and performance (linear scalability), strong security and operational simplicity. It is designed to
administer large amounts of structured data through a commodity server matrix, similarly to Hadoop key
aspects are:
-

-

No single point of failure ensures 100% availability. The absence of “Master-slave structure”, like
traditional architectures (i.e. MongoDB, HDFS) allows for zero impact on the system if a particular
node goes down.
Operational simplicity for lowest total cost of ownership
Best-in-class scalability and performance of NoSQL platforms

67

http://sqoop.apache.org/
https://github.com/Netflix/metacat
69
http://cassandra.apache.org/
68
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In terms of performance Cassandra is unbeatable in writing speed, while providing a similar performance
to MongoDB in read operations. Moreover with low workloads MongoDB performs slightly better while
with higher workloads and as the number of Cluster escalates, Cassandra largely outperforms MongoDB.
While Cassandra works very well as a highly fault tolerant backend for online systems, Cassandra is not as
analytics friendly as Hadoop. Deploying Hadoop on top of Cassandra creates the ability to analyse data in
Cassandra without having to first move that data into Hadoop. Moving data of Cassandra into Hadoop
and HDFS is a complicated and time-consuming process. Thus, Hadoop on Cassandra gives organizations
a convenient way to get specific operational analytics and reporting from relatively large amounts of data
residing in Cassandra in real time fashion.
Cassandra (similarly to MongoDB) integrates well with HDFS and it is possible to have the best of both
worlds with that integration: time-based and real-time running under Cassandra applications and batchbased analytics and no-time-bound queries over Hadoop. As aforesaid, Cassandra removes the single
points of failure associated with HDFS (and Mongo), namely the NameNode and Job Tracker.
With regard to the CAP theorem, Cassandra favours eventual consistency over loss of availability, although
it supports this trade-off via tuneable consistency. Cassandra is best suited for processing online
transactional workloads with a large number of interactions and concurrent traffic while minimizing the
needed resources.
MongoDB
MongoDB70 is the other No-SQL database to be integrated in MBDF in order to cover some areas where
Cassandra does not perform well. It can play the complementary/same role as Cassandra in combination
with HDFS. In fact, if we analyse over time using Google trends the prevalence of both databases, we can
see that although Cassandra is superior to MongoDB in many aspects it has not achieved to gain preeminence over MongoDB over the years, as can be seen below. Even lately it is slightly declining. That is
one of the reasons we consider that included MongoDB as a complementary cornerstone in MBDF is a
safety operative measure for long-term support/operations.
The second reason for including MongoDB alongside Cassandra is that it is the better choice for certain
use cases, especially in the following ones where it outperforms Cassandra
•
•
•
•

70

Then you are not certain what format the data will take and the final database structure (growing
along the way)
For prototyping for unknown data designs
Easier to administer with large datasets with potential for rapid growth
Handling geolocated data is a native functionality in MongoDB. Cassandra requires of external
plugins and it is not so straight forward/efficient as MongoDB in this aspect.

https://www.mongodb.com/
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Figure 28: MongoDB vs Cassandra performance comparison

On the downside, and due to MongoDB architecture, it is not suited for a large number of concurrent
writes, where Cassandra clearly outperforms due to having not a single master/point of failure. In reading
performance both perform equally more or less, or even MongoDB outperforms Cassandra with low
workloads while the opposite happens with higher ones. MongoDB is oriented towards consistency and
performance, while Cassandra towards performance and availability, as aforesaid.
Other fundamental important differences between MongoDB and Cassandra are as follows:
•

•

MongoDB is easy to start and work with for throughput of up to 100k Ops/s. Beyond that, the
benefit slope of performance gain vs infrastructure is around 20° while in case of Cassandra this
slope is around 35-50°.
The cost of sharing for MongoDB is extremely high. With typical Shard cluster consisting of 9-11
servers at minimum. In order to achieve a similar benefit from Cassandra it is only needed 3
servers. Due to this MongoDB will be used for smaller datasets/tasks/works but it will not be
offered in MAGNETO a multiple sharding approach, being reserved this for Cassandra.

Other important differences between Cassandra and MongoDB that will determine which database is to
be used for each specific use case are:
•

Data Model: MongoDB has a rich and expressive data model. This data model is ‘object-oriented’
or ‘data-oriented’. This data model can easily represent any data structure in the domain of the
user. In this, data can have properties and can be nested in each other for multiple levels. On the
other side, Cassandra is more of a traditional model with table structure including rows and
columns. In this data model, data is more structured and each column has a specific type. This
type is entered during the creation of the table. When we compare both the models, MongoDB
tends to provide a rich data model.
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•

•

•

•

•

•

Master Node and single Point of Failure: In MongoDB, there is only one master node in a cluster.
This master node controls a number of slave nodes. During a failure, when the master node goes
down, one of the slave nodes is elected as master. This process takes about 10 to 30 seconds.
During this delay time, the cluster is down and cannot take any input. On the contrary, Cassandra
has multiple master nodes in a cluster. Because of these multiple nodes, if one goes down, another
takes its place. Therefore, there is no effect on the cluster. Hence, the cluster is always available.
Thus, Cassandra has higher availability than MongoDB and this is important for high
workloads/number of concurrent users.
Secondary Indexes: MongoDB has secondary indexes as first-class construct. Because of this, it is
very easy to index any property of the data stored in the database. This property makes it easy to
query. In comparison, Cassandra has cursory support for the secondary index. These indexes are
limited to single columns and equality comparisons. If the foreseen use of MBDF needs secondary
indexes and needs flexibility in the query model, then MongoDB is better than Cassandra.
Scalability: In MongoDB, there is only one master node. This master node only accepts the input.
Apart from this, all the nodes are used as an output. Therefore, if the data has to be written in the
slave nodes, it has to pass through the master node. Differently, Cassandra has multiple master
nodes. To input data in the other nodes, these master nodes are used. Therefore, the more master
nodes a cluster has, the better it will scale. Thus, Cassandra has higher scalability than MongoDB
and it will be always selected in MBDF when we foresee scalability needs of one use case.
Query Language: MongoDB, as of now, has no support for a query language. In MongoDB, the
queries are structured as JSON fragments. On the contrary, Cassandra has its own query language.
This query language is CQL. This query language or CQL is very similar to SQL, making easier to use
for querying
Aggregation: MongoDB has a built-in Aggregation framework. This framework is used to run an
ETL pipeline to transform the data stored in the database. This framework supports small and
medium data traffic. Also, with increase in the complication, the framework start facing difficulties
to debug. Cassandra does not have a built-in aggregation framework. Cassandra depends on
external tools like Apache Spark, Hadoop etc. Given the current structure that we propose for
MBDF we cannot say at present moment that one is preferred over the other.
Data Schema: In MongoDB, a user has the ability to alter the enforcement of any schema on the
database. Each database can be a different structure. It depends on the program or the
application to interpret the data. This can be extremely useful in certain cases. Cassandra provides
static typing. The user needs to define the type of the column in the beginning.

Another important reason for considering MongoDB is that semi-structured data format like JSON is
gaining traction and MongoDB is natively compatible with this format.
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Finally, likewise Cassandra, MongoDB also integrates very well with HDFS,
and can work in the same way with it in general scenarios like for example
the two below:
1) Batch aggregation: In this scenario data is pulled from MongoDB
(Cassandra) and processed within Hadoop via one or more
MapReduce jobs. Data may also be brought in from additional
sources within these MapReduce jobs to develop a multi-datasource
solution. Output from these MapReduce jobs can then be written
back to MongoDB (Cassandra) for later querying and ad-hoc analysis.
Applications built on top of MongoDB can now use the information
from the batch analytics to present to the end user or to drive other
downstream features.
2) Data Warehouse: In a typical production
scenario, an application’s data may live in
multiple datastores, each with their own
query language and functionality. To
reduce complexity in these scenarios,
Hadoop can be used as a data warehouse
and act as a centralized repository for
data from the various sources. In this
situation, it is possible to have periodic
MapReduce jobs that load data from
MongoDB (Cassandra) into Hadoop. This
could be in the form of “daily” or “weekly” data loads pulled from MongoDB via MapReduce. Once
the data from MongoDB is available from within Hadoop, and data from other sources are also
available, the larger dataset data can be queried against. Data analysts now have the option of
using either MapReduce or Pig to create jobs that query the larger datasets that incorporate data
from MongoDB.
Apache Hadoop (HDFS)
The purpose of Hadoop Distributed File System71 (HDFS) is to provide the capability for large amount of
data storage and to be able to process data for analytical purposes rather than real time (Cassandra,
MongoDB). Hadoop comes in hand to address the petabyte needs of MAGNETO. The following image
shows a classical deployment of Hadoop on-premise system:

71

https://hadoop.apache.org/
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Figure 29: On-premise Hadoop

Apache Hadoop is a collection of open-source software utilities that facilitate using a network of many
computers to solve problems involving massive amounts of data and computation. It provides a software
framework for distributed storage and processing of big data using the MapReduce programming model.
Originally designed for computer clusters built from commodity hardware (like Cassandra, still the
common use) it has also found use on clusters of higher-end hardware. All the modules in Hadoop are
designed with a fundamental assumption that hardware failures are common occurrences and should be
automatically handled by the framework. The current stable version of Hadoop is 3.1.1, released on the
19th of November 2018. We will use the v3 branch in MAGNETO over the v2 due to significant
improvements, specially related to Spark processing.
The core of Apache Hadoop consists of a storage part, known as Hadoop Distributed File System (HDFS),
and a processing part which is a MapReduce programming model. Hadoop Distributed File System (HDFS)
is a distributed file-system that stores data on commodity machines, providing very high aggregate
bandwidth across the cluster. Hadoop splits files into large blocks and distributes them across nodes in a
cluster. It then transfers packaged code into nodes to process the data in parallel. This approach takes
advantage of data locality, where nodes manipulate the data they have access to. This allows the dataset
to be processed faster and more efficiently than it would be in a more conventional supercomputer
architecture that relies on a parallel file system where computation and data are distributed via highspeed networking.
The term Hadoop has come to refer not just to the aforementioned base modules and sub-modules, but
also to the ecosystem, or collection of additional software packages that can be installed on top of or
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alongside Hadoop, such as Apache Pig72, Apache Hive73, Apache HBase74, Apache Phoenix75, Apache Spark,
Apache ZooKeeper, Cloudera Impala76, Apache Flume, Apache Sqoop, Apache Oozie77, and Apache Storm.
Several of them will be used in the MBDF processing layer. While Cassandra and MongoDB are NoSQL
databases ideal for high-speed, online transactional data, Hadoop is a bid data analytics system that
focusses on data warehousing and data lake use cases.
The following figure presents a simplified design pattern for MBDF for integrating MongoDB/Cassandra
with a data lake based on HDFS. In deliverable D2.2 and the expected D2.3 it will be further detailed and
refined integrating the rest of components (load balancing at the top of the Data Acquisition Layer,
Federated databases stores via Metacat, etc).

Figure 30: Design pattern for MBDF - integration of MongoDB/Cassandra

The key insights of this configuration are summarized below:
•

Data streams are ingested to a pub/sub message queue (MBDF Data Acquisition Layer), which
routes all raw data into HDFS. Processed events that drive real-time actions, such as situational
awareness analysis, are routed to MongoDB/Cassandra for immediate consumption by
operational applications.

72

https://pig.apache.org/
https://hive.apache.org/
74
https://hbase.apache.org/
75
https://phoenix.apache.org/
76
https://www.cloudera.com
77
http://oozie.apache.org/
73
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•
•
•

Distributed processing frameworks such as Spark jobs materialize batch views from the raw data
stored in the Hadoop data lake.
MongoDB/Cassandra exposes these models to the operational processes, serving queries and
updates against them with real-time responsiveness.
The distributed processing frameworks can re-compute analytics models, against data stored in
either HDFS or MongoDB/Cassandra, continuously flowing updates from the operational database
to analytics views.

Finally, and as additional supporting database PostgreSQL will be also federated in the MBDF Data Storage
Layer.
PostgreSQL
The reason for considering/including PostgreSQL78, in the databases supported by MAGNETO responds
mainly to easiness of operation, direct integration of some legacy modules not operating with NoSQL
databases and additional support for some MAGNETO use cases (like for internal management of
information). PostgreSQL can be also used for tackling subsets of big data problems, especially those that
don’t have a massive number of data updates, require joins, can substantially fit on one machine or can
conveniently be sharded by some key while still maintaining the business value.
As aforesaid, and although some implementations exist for PostgreSQL to cluster for managing large
amounts of data (PostgreXL, Greenplum, etc.), they will not be implemented in MAGNETO. The reason is
that PostgreSQL is a scale up architecture and it is not naturally distributed across multiple nodes in a
cluster. One positive aspect of PostgreSQL is that by using its Foreign Data Wrapper (FDW) feature, it
supports integration with external databases, specially the three of them that will be the core of MBDF,
Cassandra, MongoDB and Hadoop. Finally, note that however Amazon AWS Redshift, built on top of
PostgreSQL is a very powerful data warehouse, but still limited in some aspects due to the inherent
architecture of PostgreSQL (for example load balancing is complex).
5.1.3.3 MBDF Processing Layer
This layer will be in charge of providing real-time and batch analysis of the incorporated data into MBDF.
Gravitating mainly around Apache Spark it will also incorporate an Elasticsearch engine for convenience
of operations. This is the most interesting layer for the purpose of this deliverable, although the rest have
been included for the sake of commodity/overall understanding.
Apache Spark
Apache Spark79, is a general-purpose & lighting fast cluster computing system that does also offer highlevel APIs. It is over 100x times faster than Hadoop and over 10x faster that reading data from disk. It is
written in Scala language. Main features for Apache Spark are:

78
79

https://www.postgresql.org/
https://spark.apache.org/
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•
•
•
•

In memory computation: Spark has DAG execution engine which facilitates in-memory
computation and acyclic data flow, resulting in high-speed.
Fault Tolerance: Through Spark abstraction-RDD. Spark RDDs are designed to handle the failure
of any worker node in the cluster. Thus, it ensures that the loss of data is reduced to zero.
Real-Time Stream Processing: Differently to Hadoop, Apache Spark can handle and process realtime data.
Lazy evaluation: All Spark RDD transformations are Lazy in nature: it does not give the result right
away but rated a new RDD is formed from the existing one, increasing thus the efficiency of the
system.

Figure 31: Spark components

Spark is a rich set of resources that features almost all Hadoop’s components. We can perform both batch
processing and real time processing. It also has its own streaming engine called Spark SWL80,, covering
both the features of SWL and Hive. Spark also has a Machine Learning Library81, (MLib) and has the
capability to deliver Graph processing using GraphX component. Spark has rich resources for handling the
data and most importantly, it is 10-20x faster than Hadoop’s MapReduce. It attains this speed of
computation by its in-memory primitives. The data is cached and is present in the memory (RAM) and
performs all the computations in-memory.
Spark easily integrates in different cluster managers, especially with Apache Mesos that is the one
intended for managing MBDF. Moreover, Apache Spark is compatible with many file systems, namely the
ones targeted in MBDF Storage layer, HDFS, MongoDB and Cassandra, making it the perfect solution for
the data processing. Apache Spark is becoming the de-fact option in Internet industry, for example Netflix
started using Apache Pig many years ago but it has been migrating to Apache Spark over the last years.
Apache Spark offers a number of advantages over Pig, like for example stability and a bigger and more
innovative community.
In comparison with other big Data Frameworks like Apache Hive of Facebook Presto, none of them offers
the suitability and wide capabilities of Apache Spark. Apache Spark community is several factors larger
80
81

https://spark.apache.org/sql/
https://spark.apache.org/mllib/
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than Presto’s with over 1400 contributors. SparkSQL alone has over 450. By contrast Presto has 164
distinct contributors on GitHub and 229 distinct email addresses. Presto is used primary by a handful of
Silicon Valley technology companies, whereas Spark is widely used across the world.
In terms of performance, AtScale compares Impala, Hive and Presto in their latest benchmark in 2016
Q482. Spark was the fastest query engine in 7 out of the total 13 queries. Impala won 6 out of 13. Presto
and Hive performed worst. Spark was faster than Presto in most cases (11 out of the 13 queries), and in
some cases more than 4X faster.
Finally, it is important to highlight that Apache Kafka integrates directly with Apache Spark using Spark
streaming for real-time stream processing of data in real-time applications. Once the data is processed,
the results can be stored in the selected database or published in another Kafka topic.

Figure 32: Integration of Apache Kafka with Apache Spark

Elasticsearch
As already introduced in section 4.3, Elasticsearch83, is a highly scalable open source full-text search and
analytics engine, based on Apache Lucene. Provides distributed, multitenant-capable text search with an
HTTP web interface and schema-free JSON documents. Elasticsearch is developed alongside a datacollection and log-parsing engine called Logstash, and an analytics and visualization platform called
Kibana. The three products are designed for use as an integrated solution, referred to as the "Elastic Stack"
(formerly the "ELK stack"). They will be provided in MBDF for some specific use cases.
It is interesting to note that Elasticsearch combines especially well with Cassandra (and HDFS). By
combining both it can achieve search latencies that approach real-time responsiveness and it can open
the access to all the benefits of Elasticsearch established ecosystem of REST APIs, plugins and other
solutions like for example Kibana.

82
83

https://cdn2.hubspot.net/hubfs/488249/Asset%20PDFs/Benchmark_BI-on-Hadoop_Performance_Q4_2016.pdf
https://www.elastic.co/

H2020-SEC-12-FCT-2017-786629 MAGNETO Project

Page 74 of 77

D3.1 Multimedia Pre-processing, Indexing and Mining Tools

Figure 33: Elasticsearch integration

In combination with Apache Spark, Elasticsearch can deliver real-time indexing, search and data-analysis.
Moreover, Spark since version 2.1 includes native Elasticsearch support (Elasticsearch Hadoop) so Spark
can be used to work with JSON Elasticsearch documents. Further refinements of the data processing layer
like using Apache Kylin, Storm, Flink or other data processing frameworks are considered in the detailed
architecture for the big data framework in D2.2 and in the expected D2.3
5.1.3.4 MBDF Data Management Layer
Data Management Layer includes several components necessary for running, configuring, orchestrating
and ensuring operations of MBDF.
Apache Zookeeper: Acts as a scheduler and provides a shared database (namely, a hierarchical key/value
tree) for Apache Kafka, so that all entities involved in the exchanges can get and modify the state of the
system. It can easily integrate with HAProxy/NGINX for load balancing.
Logstash and Kibana: part of the ELK Stack84 that will provide support from the MBDF for centralized
logging, search and analysis of all type of information in real time, specially related to the rest of servers,
cluster, dockers or applications. ELK stack is widely used in industry, for example in Netflix, LinkedIn,
Tripwire of Medium for different uses and applications.
Genie: Genie85 is an open source distributed job orchestration engine developed by Netflix. It provides a
RESTful API to run a variety of bid data jobs on Hadoop, Spark, Presto, Sqoop, etc. It also provides APIs for
managing distributed processing clusters and the command and applications with run on them (like
Mesos) will be one of the pieces to orchestrate the works in the MBDF.

84
85

https://www.elastic.co/elk-stack
https://netflix.github.io/genie/
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Apache Mesos: It is an open source cluster manager that orchestrates workloads in a distributed
environment through dynamic resource sharing and isolation. It is important to note that Mesos also
provides capabilities for the overall MAGNETO docker needs based on Kubernetes. The key features for
Apache Mesos86 are:
•
•
•
•

Highly scalable (over 10,000 nodes)
High availability of Master and slave nodes using Zookeeper
Natively supports Docker
Provides support for several high-level frameworks like Apache Spark or Hadoop.

Apache Mesos can work in coalition with Apache Ambari, that is the specific manager for Hadoop cluster.
Apache Ambari is a specific software for provisioning, monitoring and managing Apache Hadoop clusters.
It provides an easy to manage interface and a set of API RESTful.
In addition, other security tools such as Apache Ranger87, Metron and Sentry will be considered and
(potentially) integrated into the MBDF
5.1.4 Performance Evaluation
The performance measurement of MBDF module will be measured during the testing and it will mainly
relate to the capabilities to ingest and process data and thus will be provided for the following parameters:
•
•
•
•
•
•
•

Number of real-time data acquisition packets per second;
Number of DB read/writes per second under different workloads;
Number of DB read/writes per second under different configurations (number of nodes);
Read/write latency for data;
Number of Spark operations per second;
Memory usage for Spark;
Latency in data acquisition, processing of operations;

For obtaining above measures and comparing with standard values different tools will be used, like
specific ones (e.g. Yahoo! Cloud Serving Benchmark) or customized scripts.

86
87

http://mesos.apache.org/
https://ranger.apache.org/
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6. Summary and conclusions
This deliverable gives detailed overview of techniques and solutions developed under WP3
(Heterogeneous Data Mining and Evidence Collection). This document presents initial work carried out
towards building of the intelligent MAGNETO toolkit for collection of evidence during investigation
process. In particular, the deliverable introduces following modules that will be further refined and
optimised in order to assist police investigators in searching for clues through vast volumes of
heterogeneous multimedia data:
•
•
•
•
•
•
•
•
•

Visual low level and local feature extraction
Foreground and background subtraction in videos
Speech to text transformation
Detection and tracking of distinctive regions or patterns of interest in video
Text Mining
Data Mining
Text retrieval
Automatic Language Translation
MAGNETO Big Data Framework

All presented solutions have been developed and tailored for MAGNETO use cases. Initial tests and
evaluations shown effectiveness of chosen algorithms in targeted tasks and comparisons prove that
MAGNETO is using state-of-the-art solutions to deliver high performance. Further development will be
focused on optimization work in order to achieve best possible accuracy when working with real data.
This will require rigorous testing and further tuning of the algorithms, keeping users in the testdevelopment cycle loop.
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